Supplementary Information
Estimating Cross-Modal Dependence with Fewer Paired Cells

This Supplementary Information follows the order of the Results. Supplementary Table 1 lists every prespecified
hypothesis of the manuscript with its criterion, estimate and result, and every analysis done after scoring.
Supplementary Note 1 states what unpaired data identify (Propositions S1-S4) and Supplementary Note 2 how
the latent RNA correlation is estimated (Proposition S5). Supplementary Note 3 gives the bone-marrow test, in
which the unpaired cells came from other sites and assays, its analyses after scoring and the analyses with unpaired
neurons of other animals; Supplementary Note 4 gives the validation test of the revised workflow in a blood study
not analysed before, with the allocation of its donors, its biological readout and the readout’s calibration, the
comparison with other methods given the same inputs and the robustness of its result. Supplementary Note 5 defines
the estimator and its guarantees (Propositions S6-S8) and reports the development comparisons and the external
test; Supplementary Note 6 gives the benchmark and the saving in every test data set; Supplementary Note 7
gives the theory of the saving (Propositions S9-S11) with its development and prospective test. Supplementary
Notes 8-10 give the analyses of learning without pairs: the blood test with its identification analyses, the
perturbation test and its replication in a second screen. Supplementary Note 11 gives the follow-up checks and
analyses, registered before any of their quantities was computed: the scoring of repeated draws, the noise estimate
after contrasts (Proposition S12), the reference’s axes and condition maps with reweighting, the validation’s saving
for one draw and one atlas, named relationships, the association test and finer cell states, the law with data sets
as units, a pilot that sets the budget, and savings at fixed accuracy. Supplementary Figs. 1 and 2 accompany the
Results of the main text, and Supplementary Fig. 3 accompanies Supplementary Note 8.

The notes use the terms of the main text together with a few technical equivalents. The dependence between
two modalities within a population is their cross-correlation matrix (cross-covariance where stated), and predicting
no dependence is called independence. The axes are the eigenvectors of the unpaired correlation matrices, also
called the unpaired bases, and a block is a set of coordinates in these bases. The estimator, also called the
proposed estimator, is block James—Stein shrinkage along the unpaired axes followed by the condition maps;
single-block (one-block) James-Stein shrinks all coordinates by one factor. For a block b, r# is the sum of squares
of its true dependence (its signal) and 7, the total variance of one cell’s products in it; the dependence and noise
shares are wy, =12/ >",, r& and m, = 7,/ >_,, 7ir. Contrasts are the Helmert contrasts of a population’s drawn
paired cells (Methods). An arm is one version of an analysis within a test. A test was registered by recording a
cryptographic hash of its plan, code and data, so that any later change would be detectable; a prespecified test
was registered before any held-out result was computed. Learning without pairs is also called pairing-free learning.

Registry of hypotheses and analyses after scoring
Every estimate and result below is read directly from the tests’ result records by the code that writes this table.

Supplementary Table 1: Every prespecified hypothesis of the manuscript and every analysis done after scoring. For each
prespecified test, each hypothesis with its criterion, the estimate with its 95% interval and the result. Savings are ratios of paired cells
needed (comparator over the estimator); “at least” marks a comparator that did not reach the target within the largest budget. The
readout of the validation test, and later the comparison with other methods given the same atlas (K1, K2), were specified after the
validation test had been scored and before their own quantities were computed. Below, analyses done after scoring, amendments and
deviations, with where they are reported.

Hypothesis Statement Criterion Estimate (95% CI) Result

Ezternal test (OverCITE-seq ORF screen)

H1 (primary) Fewer paired cells than paired-only 95% lower bound of 4.9 (3.2 to 6.0) met
estimation at 30% recovery the ratio > 1

H2 Fewer paired cells than SemiCCA 95% lower bound > 1 1.7 (1.3 to 2.0) met

H3 No more than 1.25 times the paired cells 95% lower bound > 1.8 (1.2 to 2.2) met
of Champollion 0.8

Benchmark (nine data sets)

G1 (primary) Geometric-mean saving over paired-only 95% lower bound > 1  1.50 (1.40 to 1.55) met

estimation at the plan’s target (half of the
unshrunk estimator’s recovery with every
training cell paired)
G2 The same against SemiCCA 95% lower bound > 1  1.34 (1.05 to 1.39) met




Supplementary Table 1, continued

Hypothesis Statement Criterion Estimate (95% CI) Result
G3 Self-tuning against the fixed estimator two-sided; no 0.77 (0.75 to 0.82) reported
(secondary) threshold
G4 Predicted and observed savings rank the Spearman > 0, p —0.09, P = 0.63 not met
data sets alike (structural law) one-sided P < 0.05
G1 (amended) As G1, at half of the best recovery of any ~ 95% lower bound > 1  2.90 (2.26 to 3.03) met
method, over the 8 data sets with
recovered dependence (amended after
three data sets had been scored)
G2 (amended) As G2 under the amended rule 95% lower bound > 1  2.29 (1.82 to 2.38) met
G4 (amended) As G4 under the amended rule Spearman > 0, p 042, P =0.10 not met
one-sided P < 0.05
Prospective test of the law (ten data sets, 29 problems)
H1 (primary) The law is calibrated (10 of 29 problems median error < 25%  21% (11% to 29%) met
with an estimable saving)
H2 The law ranks the problems Spearman > 0, p 0.98, P < 0.001 met
one-sided P < 0.05
H3 No saving in random bases median saving in [0.8, 1.00 met
1.25]
H4 A pilot of up to 200 paired cells predicts median error < 50%  12% (4% to 147%) met
the saving
H5 Unpaired noise with the development median error < 50%  40% (31% to 45%) met
dependence profile predicts it
H6 Every saving lies within the unpaired all in [0.8, 1.25 / min 0 outside met
bounds ]
Bone-marrow test (four sites)
D1 (primary) Saving over paired-only estimation with 95% lower bound > 1  at least 3.91 (3.29 to 4.45) met
unpaired cells of other sites
D2 The same with nuclear RNA of other sites  95% lower bound > 1  neither curve reached the not met
target
D3 Other sites need no more paired cells than  95% upper bound < 0.87 (0.81 to 0.96) met
the own site 1.25
Validation test (blood study not analysed before; atlas of another study)
V1 (primary) Saving over paired-only estimation with 95% lower bound > 1  at least 5.43 (4.82 to 5.96) met
the atlas
V2 The atlas arm recovers dependence with 95% lower bounds >  11% (8.8% to 14%); 23% met
50 and with 100 paired cells 0 (20% to 25%)
V3 Saving with the study’s other pools and 95% lower bound > 1  at least 11.4 (10.3 to 12.8) met
donors
V4 The atlas needs no more paired cells than  95% upper bound < 1.34 (1.15 to 1.56) not met
the paired samples’ own unpaired cells 1.25
Readout of the validation test (specified after V1-V4 were scored)
B1 Direction of reproducible within-cell-type 95% lower bound > 50: 12.9 points (12.1 to 13.7); met
associations: atlas minus paired-only 0 at 50, 100, 150 100: 11.2 points (10.3 to
paired cells 12.0); 150: 9.1 points (8.4 to
9.8)
B2 Top-100 nominations that are reproducible  95% lower bound > 50: 20.1 points (18.9 to 21.3); met
associations: atlas minus paired-only 0 at 50, 100, 150 100: 19.3 points (18.0 to
paired cells 20.5); 150: 16.8 points (15.6
to 18.0)
B3 Recovered fraction of cognate 95% lower bound > 100: 14.2 points (12.5 to met
RNA-protein correlations: atlas minus 0 at 100, 150 paired 15.8); 150: 14.4 points (12.9
paired-only cells to 15.3)
Other methods given the validation’s atlas (specified after V1-V4 and B1-B3 were scored)
K1 SemiCCA (best of three forms), given the  95% lower bound of 3.36 (2.41 to 4.63) met
estimator’s paired cells, atlas and tuning the ratio of paired
information, needs more paired cells than cells > 1
the estimator
K2 Reference regression (ridge; best of six 95% lower bound of 1.15 (1.00 to 1.36) met
forms) likewise the ratio of paired
cells > 1
Learning without pairs, blood: confirmatory cohort
H1 (primary) Beats a donor-aware permutation null P < 0.05 error 0.29 against 0.95; P = met
0.005
H2 (primary) Recovers most of the paired operator’s 95% lower bound of  82% (80% to 84%) met
improvement over independence the share > 0.5
H3 Recovers dependence within cell types 95% upper bound of  1.08 (1.01 to 1.16) not met
the error < 1
H4 The paired closed form beats four matched  Bonferroni intervals 4 of 4 baselines met
baselines exclude zero
Learning without pairs, colon cohort (analysed before)
H1 (primary) Beats a donor-aware permutation null P < 0.05 error 0.99 against 1.17; P = met
0.005
H2 (primary) Recovers most of the paired operator’s 95% lower bound of —12% (—49% to 15%) not met

improvement over independence

the share > 0.5




Supplementary Table 1, continued

Hypothesis Statement Criterion Estimate (95% CI) Result
H3 Recovers dependence within cell types 95% upper bound of  1.27 (1.24 to 1.31) not met
the error < 1
H4 The paired closed form beats four matched  Bonferroni intervals 4 of 4 baselines met
baselines exclude zero
Learning without pairs, melanoma screen
H1 Recovery of within-condition dependence 95% lower bound > 0  6.8% (4.1% to 9.4%) met
in held-out targets
H2a Above the pseudo-population control difference, lower 6.9% (4.2% to 9.5%) met
bound > 0
H2b Above the derangement control difference, lower 7.2% (4.6% to 9.7%) met
bound > 0
H3 Recovery in non-targeting cells 95% lower bound > 0  19% (16% to 21%) met
H4 Most of what paired cells recover share, lower bound >  18% (12% to 25%) not met
50%
Learning without pairs, monocyte screen (replication)
R1 Recovery over all test groups 95% lower bound >0  —212% (—287% to —157%) not met
R2a Above the pseudo-population control lower bound > 0 —202% (—275% to —151%) not met
R2b Above the derangement control lower bound > 0 —167% (—234% to —119%) not met
R3 Interferon block: at least half of the paired lower bound > 50% —3.5% (—41.3% to 24.3%) not met
closed form
R4 Recovery in non-targeting cells lower bound > 0 —90% (—140% to —52%) not met
R5 Removing the most exposed targets costs  lower bound > 0 —44% (—91% to —3%) not met

more than random ones

Analyses after scoring, amendments and deviations

Development comparisons and ablations (melanoma and monocyte screens)
Benchmark amendments: primary target half of the best recovery of any method;
data sets without recovered dependence set aside (recorded after three and four of
nine data sets were scored)

Summary across test data sets (geometric mean 3.1)

Development of the law on the benchmark data sets

External test: the registered scoring code scored the one-sided variant of the
estimator, not the two-sided variant named in the plan (deviation; both variants
met H1-H3)

Bone-marrow test: centring by contrasts; RNA from nuclei (maps, axes, the law
along each pool’s axes, principal angles); population sizes; calibration of the noise
estimate; paired-only control under both centrings

Fly connectome: unpaired neurons of other animals with contrasts

Validation test: budget axis counted in contrasts; results per donor and pool,;
leaving out each pool; atlas size; skewed or missing cell types in the atlas, and the
skewed atlases scored without condition maps

Validation test: sample, donor and pool allocation of every fold, checked from
sample labels (every fold donor-disjoint)

Validation test: Champollion given the same paired cells and atlas, on the first draw
of every fold and budget (specified with K1-K2, descriptive)

Readout of the validation test, calibrated: significance thresholds,
false-discovery-rate truth sets, majority-sign baselines, weighting of samples and cell
types, bootstrap P-values, simultaneous intervals and Holm adjustment (specified
with K1-K2)

Blood test of learning without pairs: dependence split into parts between and
within cell types; identification analyses

Melanoma screen: analyses of the interferon response and of removing perturbations
(specified before computation, after the scoring cells were opened)

Monocyte screen: a penalty fixed after the scoring files had been opened

Check that every recovery curve averages the scores of single draws (every test rerun
with its registered code)

Follow-up analyses, registered together before any was computed: calibration of the
noise estimate after contrasts; the atlas’s axes and condition maps at every budget;
maps reweighted to the paired cells’ mix of cell types; one draw of paired cells and
resampled atlas patients; named within-type relationships; calibration of the
association test; finer cell states and technical covariates; the law with data sets as
units; a pilot that sets the total budget; savings at fixed accuracy

Follow-up analyses: two runs departed from the planned order of execution
(deviations; no code, setting or value changed)

Supplementary Note on the estimator
Methods; savings table

Results; savings table

Supplementary Note on the law
Methods; Supplementary Note on the
estimator

Results; Supplementary Note on the
bone-marrow test

Results; Supplementary Note on the
bone-marrow test

Results; Supplementary Note on the
validation test

Methods; Supplementary Note on the
validation test

Results; Supplementary Note on the
validation test

Results; Supplementary Note on the
validation test

Supplementary Note on learning
without pairs in blood

Results; Supplementary Note on the
perturbation screen

Supplementary Note on the replication
Methods; Supplementary Note on
follow-up analyses

Results; Supplementary Note on
follow-up analyses

Supplementary Note on follow-up
analyses




Supplementary Figures accompanying the main text
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Supplementary Fig. 1: Population variation determines which dependence is recovered. a—c, Each
recipient’s scoring-cell cross-covariance over level-1 (blood) or coarse (colon) cell types, split into a between-type
and a within-type part, both scaled by the total standard deviations. a, Frobenius norm of each part relative
to that of the total. b, Relative error of the prespecified pairing-free channel’s prediction of each part, applied
without saturation; the dashed line marks a prediction of zero. ¢, Share of the recipient’s corresponding RNA
covariance that lies in the effective supported subspace S. Points are donors (n = 8 blood and 12 colon) and
black marks are means; exploratory analyses added after scoring. d, Compatibility statistic || F|| estimated from
measured (open) and noise-corrected (filled) RNA covariance against its value for the true latent covariance, in
simulations built from the 12 bone-marrow samples at their observed depths (all cells and within coarse types;
two constructions of latent expression). Values above one mean that no valid joint distribution agrees with the
channel; the grey line marks equality. e, Mean pairing-free error against the number of training donors. Points
are means over 10 random subsets of donors and bars span them; all 118 donors give a single fit.
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Supplementary Fig. 2: Correlation structure carries over between sites and animals; averages do not. a,
Bone-marrow test (prespecified; CITE-seq from four sites): fraction of the dependence within cell types recovered
in a held-out donor against the number of paired cells from the other two donors of its site, pooled over the twelve
held-out site-by-donor batches. Unpaired cells came from the same samples as the paired cells, whose averages
centred them (as in development and the benchmark); from the paired cells’ own site; from other sites and donors;
from those donors with RNA measured in single nuclei; or from other sites whose averages centred the paired
cells. Otherwise, as prespecified, the paired cells were centred on their own population averages and multiplied by
v/n/(n — 1) to restore their spread, or, dashed, centred by contrasts (other sites; exploratory). Dashed line, the
accuracy target (half the best recovery), used in b. b, Paired cells needed to reach the target; arrows, not reached
within 800 paired cells. ¢, Female fly connectome: fraction of the dependence between a neuron’s brain and
nerve-cord partners recovered in held-out neuron types with 25 to 400 paired neurons. Unpaired neurons came
from the same animal, whose averages centred the paired neurons (the benchmark’s design), or from two other
animals, whose averages centred them (prespecified), or with the paired neurons centred by contrasts (exploratory).
In a and ¢, values below —20% are drawn at —20%, and the legend gives the lowest value of each such curve.
d, The noise estimate that sets each block’s shrinkage, averaged over 500 independent resamples of paired cells
with contrasts and scaling rebuilt each time, divided by the variance of the block averages across the resamples,
summed over blocks and pooled over held-out units (follow-up): the implemented estimate from contrasts, the
jackknife over cells, and centring on the drawn cells’ own averages as in the bone-marrow test; validation test
(solid) and bone-marrow test (dashed). Dashed line, a calibrated estimate.



Supplementary Note 1. What unpaired data identify

Let RNA z and protein y of a cell population have joint law P. Separately measured assays reveal only the
marginal laws P, and P,, and paired cells reveal P. On finite supports with positive marginal probabilities
and finite interaction S(z,y), the law with these marginals that is closest in Kullback—Leibler divergence to the
reference %Y P, ()P, (y) has the form

q(z,y) = exp{S(z,y) + a(x) + b(y)}, (1)

with adjusting functions a and b that enforce the marginals; on finite supports it is computed by matrix scaling[39)].
Proposition S1 states that unpaired data carry no information about the interaction and what a channel shared
by populations changes, Proposition S2 what population means identify, Proposition S3 what they identify when
populations differ in cell-type composition, and Proposition S4 how a channel is transferred to a recipient with its
own marginals.

Unpaired data alone

Proposition S1 (Identification without pairs). 1. On fized finite supports, under Eq. (1) with population-
specific adjusting functions, every finite interaction is compatible with every collection of strictly positive
within-assay probability mass functions. Unpaired data from any number of populations therefore carry no
information about the interaction.

2. Suppose instead that, across samples s, y | x ~ N(Wax + b, ) with W,b, U shared, U positive definite and
the RNA law sample-specific. Then piy s = Wiizs +b and Xy s = WX, W T + . If the centred RNA means
span RP | the separately measured assay moments identify W, b and then W. This model is the special case
of the Gaussian reconstruction with B = W T WU~ in which the protein-side adjusting function is shared.

Proof. (1) Matrix scaling reaches any positive marginals for any finite interaction. (2) The moment equations
follow from the law of total expectation and variance. With spanning centred means, the mean equations form
a full-rank linear system for (W,b), and ¥ follows from any covariance equation. The joint density of the
shared-channel model is proportional to ry(z)exp{—3(y — Wa —b) "W ~1(y — Wz — b)}, whose cross term is
T WToly, O

With fewer samples than RNA features, the mean equations identify W only on the span of the sample means
(Proposition S2). If W is also shared, the covariance equations W (2, s — S, )W ' =%, s — %, ; constrain W off
that span as well. They are quadratic, so they determine W at most up to transformations that preserve every
between-sample difference of RNA covariances. The analyses therefore regularize W and evaluate it on held-out
paired cells.

What population variation identifies

Proposition S2 states what population means identify, what the ridge estimator of the main text recovers, and
how far the unidentified remainder can move a recipient’s cross-covariance. It requires only that the conditional
mean of protein given RNA is shared; ¥ may differ between populations.

Proposition S2 (Identification from population means). Let populations s =1,...,S share E(y | x,s) = Wz +b.
Let their RNA means pg s have weights ws > 0 summing to one, weighted mean [iy, and between-population
matric G =Y Ws(fa,s — o) (fa,s — fiz) . Let M be the column space of G, the span of the centred RNA means
(dim M < S — 1), with orthogonal projector Py .

1. A channel W' reproduces every population’s protein mean, with some intercept, if and only if W' Py = W Py

2. At the population moments, the weighted ridge regression of protein means on RNA means with penalty
A>0ids Wy = WG(G + M)~L. It keeps each eigendirection of G with eigenvalue g in proportion g/(g+ \),
and Wy — WPy as A — 0.

3. For a recipient with within-assay covariances ¥, ¥, whose channel agrees with W on M, the cross-covariance
C =X, WT is the sum of Yo PyyW T, which the population means fir, and X,(I — Pyy)W'T, about which
they carry no information.

4. Suppose ¥ and X, are positive definite. Let Qn and Q1 be orthonormal bases of N = Z;l/zM and N+,

and F = QEZ;/QWTE;UQ, which depends on W only through W Pyr. The cross-covariances compatible
with W Py and with a valid joint law of the recipient’s two assays exist if and only if |F|op < 1, and they
are then exactly

C={3Y*(QNF+Q.iTD)LL/?: |[|lop < 1}, D=(I-F"F)2



C is symmetric about Cy = E;/QQNFE}/Q. Its Chebyshev radius in Frobenius norm, the smallest worst-case
error of any estimate that uses only this information, is

P (S oy}

i
with both sets of singular values in decreasing order.

Proof. (1) The centred protein means are W (g s — i), so two channels give the same means exactly when they
agree on every centred RNA mean, that is on M; the intercept absorbs the rest. (2) The weighted cross-moment
of the centred protein and RNA means is WG, so the ridge solution is WG(G + AI)~1; diagonalize G. (3) Write
WT = PyWT + (I —Py)WT and apply (1). (4) The joint covariance is positive semidefinite if and only if
K= 251/202‘;1/2 is a contraction. For m € M, (E;l/zm)TK = (Wm)TE;UQ, so the component of K along N
is F. Since N+ = 2916/2Ml, the component along N+ equals a term fixed by W Py, plus QIZ}CQ(I—PM)WTZ;UZ,
which takes every value as W varies off M. The stacked matrix with blocks F' and X is a contraction if and only
if |Fllop <land X'X <T—FTF, that is X = I'D with ||T|op < 1 (Douglas’ lemma [10]). Replacing I by —T'
gives the symmetry. With L = £3/°Q, and R = D,/?, |LT'R||2. = te(TTLTLTRRT) < 3, 05(L)20;(R)? by
von Neumann’s trace inequality and o;(I'" LT LT") < 0;(L)2. Equality holds for the partial isometry that aligns
the singular vectors of L and R. For a set symmetric about Cy, every estimate C and member Cj + Z satisfy
max([|C' — Cy — Z||,||C — Co + Z||) > ||Z|), so the worst-case error is smallest at Cy and equals 7. O

Two quantities follow. The share of a recipient’s RNA variance inside M, tr(Py; 3, Pyr)/ tr X;, needs no paired
data. After scoring, the relative size of the unidentified term in (3), computed with the recipient’s own regression
on its scoring cells, is the error of an oracle that knows the recipient’s channel on M and nothing else. In the
analyses, M is the span of the directions that the fitted ridge operator keeps by at least one half (g > A), in
within-population standard-deviation units.

Populations that differ in composition

Proposition S2 assumes a channel shared by every cell. Blood samples differ from one another mainly in the
proportions of cell types, and the next result describes what their means identify when nothing is shared except
the laws of the types themselves.

Proposition S3 (Populations that differ in composition). Let cells of type k = 1,..., K have the same joint
law of (x,y) in every population, with means iy i, [ty k, Within-type covariances Yqq i, Xyy k. and within-type
cross-covariance Yy 1. Let population s contain the types in proportions s, let the centred proportions ws — 7
span the vectors whose entries sum to zero, and let the RNA type means be affinely independent. For proportions
T write fiy(T) =) Thphak, and similarly for protein, and let YP(7) = >k Tl b ke — () H ok — iz (m)} T and
I () = Y ) ThXaa,k be the between-type and within-type RNA covariances.

1. Let M be the span of the differences g s — 1. There is a unique linear map Wy, on M with Wy (ptg x —pe) =
My ke — Wy, for all k1. M is the span of the centred RNA means of the populations, their centred protein
means satisfy fiy.s — fly = Wo(le,s — fiz) ezactly, and the population means determine Wr,.

2. For any proportions w, observed or not, the between-type part of the cross-covariance is

D mifta e — o (M) Hpty e — iy ()} T = 2(m)W
k

3. Changing the within-type cross-covariances Xqy 1, while keeping every type’s two marginal laws, changes
neither assay’s distribution in any population. Unpaired data from any number of such populations are
therefore compatible with every coupling of the types’ marginal laws, and carry no information about the
within-type part Y, T X.y 1 beyond the constraints that those marginals impose; for Gaussian types, every
Yeyk that keeps the type’s joint covariance positive semidefinite remains possible.

4. Let W agree with Wi, on M. The channel predicts the within-type part as ¥ (r)W T, and this prediction
is correct for every m if and only if Yy = Em,kWT for every type, that is, if every type’s regression of
protein on RNA has the slope W.

Proof. (1) Because the centred proportions sum to zero, fiz s — flo = > 1. (Ts,e — T) (o, — [a,1), SO the centred
RNA means lie in M, and they span it because the centred proportions span the vectors that sum to zero. Affine
independence makes v — >, Uiz 1 injective on those vectors, so Wi, (3, Vkpta k) = Y5 Vkily,k is well defined on
M; it gives fiy s — fiy = W (fz,s — ). Any linear map that reproduces the centred protein means agrees with
Wi, on their span (Proposition S2(1)). (2) Each jug r — fiz(7) = >, mi(ftek — pzy) lies in M, and its image under



Wh, is fiy, 1 — fiy(); substitute. (3) A population’s RNA law is the mixture Y, 7, Ly, of the types’ RNA laws,
and likewise for protein; neither involves how x and y are coupled within a type, and any coupling of the type
marginals is a valid law. (4) Both sides are linear in 7; compare them at the vertices of the simplex. O

Blood populations fit the shared-channel mean equation of Proposition S2 exactly under this model, but
the map they identify is the between-type slope, which need not describe any within-cell channel. Applied to a
recipient’s total RNA covariance ¥, = X2 + ¥¥ it predicts the between-type part correctly and the within-type
part as LYW . When the within-type slopes along M are shallower than the between-type slope, this overstates
the protein covariance along Wy, M, and ||F|lop in Proposition S2(4) can exceed one although the population
means fit the channel exactly. This is the ecological fallacy [34, 38] in the form that matters here.

Transfer to a recipient

Proposition S4 (Closed-form transfer). Let S, = 0 and Sy, > 0, and write SgyzBS;/2 = Udiag(B)V" for a
singular value decomposition. The reconstruction with interaction x' By and marginals N(py, Sz) and N (g, Sy)
s the Gaussian law with cross-covariance

C = S}/?U diag{g(B)}V'S)/%,  g(B) = \/T, g9(0) =0,

and its precision has off-diagonal block —B. Moreover 0 < g(8) < 1 and C = S, BS,—S,.BS,BTS,BS,+O(||B|]).

Proof. A Gaussian law whose precision has off-diagonal block —B has density exp{z" By + a(z) + b(y)} with
quadratic a, b, which is the stationarity condition for the strictly convex problem in Eq. (1); so if such a law has the

required marginals, it is the reconstruction. Block inversion shows that the precision of ( gf‘r Scy ) has off-diagonal
block —S;1C(S, — CTS;1C) 1. Setting it to —B and writing C = S, '/>CS, /? gives ¢ = B(I — CTC) with
B= Salc/zBS;/z. The choice C' = U diag(y)V T solves it when v = 8(1 —~2), whose root in [0,1) is g(3); then
CTC < I, so the joint covariance is positive definite. Expanding g(8) = 3 — 3% + O(3°) gives the series. O

Its linear term, S, BS,, is the response of the reconstruction to a weak interaction; the second-order term
vanishes because Gaussian third central moments are zero, and the cubic term shows how the transferred
dependence saturates. The same closed form describes entropic optimal transport between Gaussian measures
[21, 26]; here it transfers a channel learned without paired cells to a recipient with its own RNA and protein
covariances (Supplementary Note 8).

Supplementary Note 2. Measurement noise and the latent RINA correlation

Population means average over cells, and hence over the sampling noise of single-cell RNA counts; a recipient’s
single-cell covariance does not. The next result states what this does to Proposition S2.

Proposition S5 (Latent and measured RNA). In every population let each cell have a latent RNA state z and
measured RNA © = z + e, with E(e | z,y) = 0 and Cov(e | z) = N(z) diagonal, and let E(y | z,s) = Az +b
with A shared by all populations. Write %, and X, for a recipient’s latent and measured RNA covariances and

N = EN(2).

1. Population means satisfy E(y | s) = AE(x | s) +b, so they identify A, the channel acting on the latent state,
on M (Proposition S2(1)).

2. 3, =%, +N_and Cov(z,y) = X, AT ; the cell-level regression slope of y on x is AX, X1, which differs from
A whenever N # 0.

3. Let F(X) = QLZUQATZ;UQ with Qn an orthonormal basis of X~2M. The cross-covariances compatible
with APy and with a valid joint law of (z,y) exist if and only if | F'(X,)|lop < 1, and || F(Zz)|lop > |1 F(22)]op-
Measurement noise can therefore empty the set of Proposition S2(4) computed with ¥, when the latent set
18 not empty.

4. If x is a function of counts ¢ ~ Poisson(\) given A, the binomial halves ¢1 | ¢ ~ Bin(e,1/2) and ca = ¢ — ¢
are independent given X\, so any functions f(c1) and f(ce) have covariance Var{E(f(c1) | A)}, the latent
variance at half depth, which requires no paired cell.

Proof. (1) E(y | s) = E{E(y | z,8) | s} = AE(z | s)+band E(z | s) = E(z | s). (2) By the law of total
covariance ¥, = X, + E N(z); Cov(e,y) = 0 because E(e | z,y) = 0, so Cov(z,y) = Cov(z,y) = L, AT. (3)
The first statement is Proposition S2(4) applied to (z,y). With V' an orthonormal basis of M and Ay, = AV,



F(2)TF(E) =5, A (VTS W) 1AL S, 2 because S1/2QnQLSY2 = V(VTE V)1V T, 5, = 5, gives
VIY- WV 2 VIY IV and, inverting, F(X,)" F(X,) = F(X.)"F(2,). (4) Binomial thinning of a Poisson count
gives independent Poisson counts with half the mean; functions of independent variables are independent, and the
law of total covariance gives the stated covariance. O

In the analyses, x is log-normalized expression. For each gene, the correlation across cells of the log-normalized
values of the two halves is its split-half reliability; the Spearman—Brown formula 2r/(1 + r) gives the reliability at
full depth, and one minus this is the share v; of the gene’s standardized variance that is sampling noise. The latent
correlation matrix is estimated as R, — diag(v; R, ;;), after the off-diagonal entries of R, have been multiplied
by 0.9, with eigenvalues floored at 0.001 times the mean diagonal. The Spearman—Brown step treats the two
half-depth values as parallel measurements, which is exact on the count scale and approximate after the logarithm,
and library normalization couples genes; in simulations with known latent covariance both effects were small
(below).

The proof of (3) shows that ||[F()||2, is the largest cigenvalue of the channel applied to (VTX7'V)™!, the
variance of the M-coordinates of x that the orthogonal coordinates leave unexplained. Noise raises this conditional
variance, so the statistic computed with measured covariance bounds the latent one from above. After the noise
diagonal is removed from a covariance estimated from n cells, fluctuations of the noise covariance of spectral
norm of order v(p/n)'/? remain off the diagonal[27]. They create near-null directions that shrink the conditional
variance, and in simulations the statistic computed with the corrected covariance understated the latent one, so
that the two computed statistics bracket it (below).

Validation of the noise correction

Each of 12 bone-marrow samples of the NeurIPS 2021 CITE-seq data[25] (adaptation cells) defined a latent
truth. Each cell’s expected proportions of the panel genes were the average of the observed proportions (count
divided by library) over the cell and its 14 nearest neighbours in 30 principal components of standardized log
expression, and the rest of the transcriptome kept the remaining share. In a second construction, independent
gene-specific lognormal variation was added, sized so that each gene’s latent within-type variance matched the real
data’s within-type variance times one minus its count-splitting noise share. Expected libraries were the observed
ones times 0.5, 1 or 2. Counts of the panel genes and of the rest of the transcriptome were drawn from Poisson
distributions, and the library was their sum, so normalization coupled genes as in real data. Forty independent
replicate draws per cell gave the noise covariance N = E{Cov(z | truth)}, a full matrix, and the latent covariance
Cov{E(x | truth)}, estimated as the covariance of replicate means minus N/40, for z = log(1 + 10* count /library).
The first replicate was analysed by the pipeline of the pairing-free analyses, and the truth was expressed on
the same scale (standard deviations of the analysed replicate, same shrinkage), with the pairing-free channels of
Supplementary Note 8 and the sample’s real protein correlation.

Estimated noise shares had a median absolute error of 0.03—-0.07 and a median bias of at most 0.02 in every
setting (Supplementary Table 2). Off-diagonal noise covariance, which normalization creates, was at most 6%
of the off-diagonal latent covariance in norm. Correcting the diagonal reduced the relative error of the RNA
correlation matrix from 0.12-1.01 to 0.06—0.38, as much as correction with the true noise variances did. The
compatibility statistic was nevertheless biased: across settings and channels, its median ratio to the latent value
was 0.22-0.93 with corrected covariance (0.22-0.63 for the prespecified channel) and 1.33-3.03 with measured
covariance, and the latent value lay between the two in 431 of 432 cases. Correction with the true noise variances
gave nearly the same statistics (median ratio to the estimated correction, 0.96-0.97), so the bias arises from
finite-cell fluctuations of the noise covariance rather than from the estimated shares (Proposition S5 and the
remark after it). At the observed depth, the prespecified blood channel’s latent statistic exceeded one in all 24
simulated total analyses (median 1.51), while its corrected statistic exceeded one in 2.
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Supplementary Table 2: Validation of the noise correction. Medians over 12 bone-marrow samples. Noise
share, true median share of sampling noise in gene variance; share error, mean absolute error of the count-splitting
estimate; matrix error, relative Frobenius error of the measured and corrected RNA correlation matrices against
the latent one (all with the same shrinkage); || F'|| / true, ratio of the compatibility statistic of the prespecified
blood channel computed with measured or corrected covariance to its latent value. Depth, factor applied to the
observed library sizes.

Matrix error [|[F]| / true, blood channel
Latent Cells Depth Noise share Share error Measured Corrected Measured Corrected
Smoothed All 0.5 0.56 0.055 0.29 0.11 2.25 0.23
All 1 0.39 0.041 0.18 0.08 1.76 0.27
All 2 0.25 0.028 0.12 0.06 1.46 0.47
Within types 0.5 0.78 0.067 0.95 0.31 2.79 0.22
Within types 1 0.64 0.057 0.61 0.23 2.18 0.23
Within types 2 0.49 0.041 0.38 0.16 1.79 0.26
Plus gene-specific All 0.5 0.48 0.055 0.32 0.13 1.92 0.27
All 1 0.33 0.039 0.20 0.10 1.55 0.29
All 2 0.21 0.027 0.13 0.07 1.37 0.63
Within types 0.5 0.66 0.070 1.01 0.38 2.09 0.25
Within types 1 0.52 0.055 0.67 0.28 1.67 0.27
Within types 2 0.36 0.038 0.44 0.20 1.43 0.41

Supplementary Note 3. The bone-marrow test: unpaired cells from other sites,
assays and animals

In every other test, the unpaired cells came from the same samples as the paired cells, with one modality withheld.
This note describes the bone-marrow test, a prespecified test in which they came from other sites and donors
or, for RNA, from another assay; two analyses of that test added after scoring, one of how the paired cells are
centred and one of where RNA from nuclei fails; and the analyses of the fly connectome in which the unpaired
neurons came from other animals.

Protocol

The plan, its code and the two data files were registered before any estimator of this test was run on the data
under its design. Before that, the pipeline had been run end to end on synthetic values with the real design, and
the unpaired summaries of two folds had been computed on the real pools to check that the condition maps were
stable (pool sizes, reliabilities, map norms and the latent eigenvalue spectrum); no paired-cell estimate and no
statistic of held-out cells had been computed. Predictions of every fold were recorded before any held-out cell was
read.

The data were the NeurIPS 2021 bone-marrow CITE-seq and multiome profiles[25] as extracted for the
benchmark (3,000 cells per batch), in the eight coarse cell types present in both assays; the benchmark had
analysed the CITE-seq and multiome data sets with unpaired cells of the same samples. Every CITE-seq batch
(site by donor, 12 in all) was held out once. The paired reservoir was the 25% of the cells of the other two batches
of its site selected by the development’s pseudo-random rule (about 1,471 cells). The unpaired pools were the
remaining cells of those two batches (own site, 4,207—4,514 cells), every CITE-seq cell of the other sites’ batches
whose donor did not appear at the held-out site (other sites, 17,369-17,621), and, for the nuclear-RNA arm, every
multiome nucleus of those sites and donors, with protein from the other-site pool. Pool cells contributed RNA or
protein, never both. Panels were chosen from the other-site pool: 200 genes among those measured in both assays
by the benchmark’s dispersion rule and the antibodies detected in at least 1% of cells.

The estimator, its blocks, map and comparators were those of the benchmark, unchanged. In every draw,
paired cells were centred on the means of their own populations of cell type and donor and scaled by their own
pooled standard deviations, with centred values multiplied by /n/(n — 1) for a population of n > 2 drawn cells
and single cells dropped, so that the unpaired cells supplied only correlation structure: the eigenbases, the blocks’
noise and the condition map. Two secondary arms instead centred and scaled the paired cells by a pool’s statistics:
the own-site pool’s population means, the design of every earlier test, and the other-site pool’s cell-type means.
Paired-only estimation used the same own-centred cells. Budgets were 25 to 800 paired cells with five draws,
and all arms of a draw used the same paired cells. The endpoint was the noise-unbiased recovered fraction of
within-population gene—protein cross-correlation of held-out cells, pooled over cell types and folds. The primary
target was half of the best recovery that any arm reached; D1 (primary) and D2 required 95% lower bounds above
one for the saving over paired-only estimation with other-site and with nuclear unpaired profiles, and D3 an upper
bound below 1.25 for the ratio of paired cells needed with other-site to own-site unpaired profiles. Intervals came
from 2,000 resamples of held-out batches stratified by site.
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Results

The best recovery was 36%, so the primary target was 18% (Supplementary Table 3). With other-site unpaired
cells, the estimator reached it with 205 paired cells, whereas paired-only estimation did not reach it within 800
(saving at least 3.9; 95% CI, 3.3-4.5; D1 met), and it needed 0.87 times the paired cells needed with own-site
unpaired cells (0.81-0.96; D3 met). At a quarter and three quarters of the best recovery, the savings were 5.3
(4.7-5.9) and 2.3 (2.1-2.6), and the ratios to own-site cells 0.93 and 0.83. Every site gave a saving (2.0 to 4.4;
Supplementary Table 4). With nuclear RNA, the estimator recovered at most 7.3% and never reached the target,
so D2 was not met. Centred on the other sites’ means, every estimate was worse than independence (at best
—443%), and with means from unpaired cells of the same samples, the design of the earlier tests, the estimator
was informative from 25 paired cells and reached the target with 169. Below 200 paired cells, the own-centred
estimates were worse than independence.

Supplementary Table 3: Bone-marrow test: recovered fraction of within-cell-type dependence by
source of unpaired cells. Pooled over the twelve held-out batches; recovered fraction (%) at each budget of
paired cells, averaged over five draws, and paired cells needed to reach the primary target (18%, half of the best
recovery), interpolated on the running maximum of each curve. Paired cells only, the best at each budget of
James—Stein shrinkage, SCOSE, FCOSE and cross-validated low rank, pooled or per cell type. Same samples,
their averages: paired cells centred on the population averages of unpaired cells of the same batches; other sites,
their averages: centred on the other sites’ cell-type averages; RNA from nuclei: unpaired RNA from multiome
nuclei of the other sites; all other rows: paired cells centred and scaled on their own statistics, as prespecified.

Recovered (%) with paired cells Paired cells
Unpaired cells 25 50 100 200 400 800 to the target
Paired cells only —16 0.0 0.9 1.6 4.4 5.9 >800
Same samples, their averages 1.9 7.2 14 19 27 33 169
Own site —642 —116 —6.4 15 26 34 235
Other sites —535 —-93 -39 18 29 36 205
Other sites, RNA from nuclei — —295 —58 —10 0.5 5.6 7.3 >800
Other sites, their averages —443 —-619 —660 —765 —827 —843 >800

Supplementary Table 4: Bone-marrow test by site. Savings over paired-only estimation at half of each site’s
best recovery, pooled over the site’s three held-out batches. >, paired-only estimation did not reach the target
within 800 paired cells, so the saving is a lower bound; n.r., neither curve reached it.

Site  Best recovery (%)  Other sites  Other sites, RNA from nuclei

sl 41 >4.1 n.r.
s2 32 >3.3 n.r.
s3 37 >2.0 n.r.
sd 36 >4.4 n.r.

Centring within populations

Centring a population’s drawn cells on their own mean makes them dependent. For n cells with z; =

n/(n — 1) (z; — ) and §; likewise, the products z; = 7, have mean equal to the population’s cross-covariance,
but their sum is n times the unbiased sample cross-covariance, whose entries have variance (0207 +02,)/(n—1) for
Gaussian cells, whereas each product has variance 0505 + agy. The spread of the products therefore understates
the variance of their sum by the factor n/(n — 1); for two cells the two products are equal. Every estimator that
takes its noise from the spread of per-cell products (the James—Stein factors of the proposed estimator and of
the paired-only comparators, SCOSE and FCOSE) then shrinks too little, most in the large blocks dominated
by noise, and cross-validation over cells (low rank) sees the cells of a population on both sides of a split. At 25
paired cells, 60% of the drawn cells lay in populations of at most three cells, and at 50, 29%.

The n — 1 orthonormal Helmert contrasts of a population’s cells, h; = (u1 +--- +uj — jujy1)//7(7 + 1) for
j=1,...,n—1, applied to the RNA vectors (u; = z;, giving h}) and to the protein vectors (u; = y;, giving h?),
have mean zero and the population’s covariance, are independent for Gaussian cells, and their cross-products
sum to those of the centred cells, Zj h;”hgT =Y,(z; —%)(y: — §)". Replacing each population’s cells by its
contrasts therefore keeps the estimand and makes the rows uncorrelated, at the cost of one row per population;
their products are independent only for Gaussian cells, and Proposition S12 gives the resulting bias of the noise
estimate (Supplementary Note 11). After the test had been scored, every arm was recomputed with the paired
cells so replaced and scaled by the contrasts’ pooled standard deviations, with every other setting unchanged
(the prespecified own-centred arm of the first fold was reproduced exactly). With other-site unpaired cells, the
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estimator then recovered 0.6% of the dependence with 25 paired cells, 7.4% with 50 and 17% with 100, against
—535% and —3.9% with the prespecified centring, and it matched the prespecified centring from 400 paired cells
on (Supplementary Table 5). It reached the primary target with 125 paired cells, 1.6 times fewer than with the
prespecified centring (95% CI, 1.2-1.9), while paired-only estimation with contrasts did not reach it within 800
(saving at least 6.4; 3.7-8.3); with own-site unpaired cells it needed 185 (ratio of other-site to own-site cells, 0.68;
0.61-0.93). The other-site pools held about four times as many cells as the own-site pools. With 20 fresh draws
per budget from the same reservoirs, the noise term of the estimator’s blocks matched the variance of the block
means across draws under contrasts (ratio 1.00 to 1.00 at 25 to 200 paired cells) and was too small under the test’s
centring (0.64 to 0.91; Supplementary Table 9); 500 independent resamples passed through the whole pipeline
later showed the estimate under contrasts slightly conservative (Supplementary Table 30).

Supplementary Table 5: Bone-marrow test with paired cells centred by contrasts (after scoring). As
Supplementary Table 3, with every population’s drawn paired cells replaced by their Helmert contrasts and scaled
by the contrasts’ pooled standard deviations; target as there.

Recovered (%) with paired cells Paired cells
Unpaired cells 25 50 100 200 400 800 to the target
Paired cells only 0.3 09 21 24 44 5.9 >800
Own site -1.5 4.5 14 18 26 33 185
Other sites 0.6 7.4 17 21 29 35 125
Other sites, RNA from nuclei —2.6 —0.2 4.6 4.0 6.3 7.3 >800

Where RNA from nuclei fails

Three analyses after scoring located the failure of nuclear RNA; all used pool or reservoir cells, and the second
also held-out cells. First, the pools’ latent RNA correlation matrices were compared in every fold. Relative to the
own-site pool, the leading five eigenvectors of the other-site pool overlapped by 0.74 (mean squared cosine of the
principal angles) and the leading 20 by 0.71, and the off-diagonal entries correlated at 0.80; for the nuclear pool,
the same quantities were 0.53, 0.56 and 0.59. Second, with paired cells centred by contrasts, the estimate of each
pool was scored with and without its condition map, and the nuclear bases were combined with the other-site
maps. With 800 paired cells, the estimates without maps recovered 7.0% (other sites) and 6.9% (nuclear RNA) of
the within-cell-type dependence, against 35% and 7.3% with their maps; the nuclear bases with the other-site
maps recovered 26%. Most of the within-cell-type dependence thus came through the condition maps, which
are built from each cell type’s RNA covariance, and nuclear RNA failed mainly through them. Third, the law
of Supplementary Note 7 was applied to each pool’s bases with block moments of all reservoir cells centred by
contrasts: the leading five RNA eigenvectors carried 77%, 68% and 45% of the reservoir’s dependence in the
own-site, other-site and nuclear bases, and the predicted savings of block over single-block shrinkage were 6.9, 4.3
and 3.0 (geometric means over folds). The nuclear bases still concentrated the dependence, less than whole-cell
bases did.

Unpaired neurons from other animals

A prespecified secondary analysis of the benchmark kept the paired BANC neurons, the folds and the held-out cell
types of the female connectome but took the unpaired pool from two other animals: brain-side wiring from the
FAFB brain connectome[9, 37] and nerve-cord-side wiring from the MANC nerve-cord connectome[43], with the
feature panels chosen from these pools. As in every earlier analysis, the paired neurons were centred on the pool’s
means and scaled by its standard deviations, those of other animals, so the product of the offsets between the
animals’ means entered the mean of their cross-products. With 100 paired neurons, the estimator recovered —78%
and paired-only estimation with the same centring —52%; SemiCCA recovered 28% and reference regression 31%,
and the best recovery of any method was 49% (reference regression refitted per condition, 400 paired neurons), so
no saving could be estimated.

After scoring, the analysis was repeated with every setting unchanged (folds, reservoir, budgets, draws, seeds,
unpaired pool and held-out cell types) except that the paired neurons were centred within their populations by
Helmert contrasts and scaled by the contrasts’ pooled standard deviations. The other animals then contributed
only correlation structure, and the estimator recovered 60% with 100 paired neurons, against 36% for paired-only
estimation and 56% with the same animal’s unpaired neurons (Supplementary Table 6). With two conditions
and many neurons in each, centring on the own means with the factor \/n/(n — 1), as in the bone-marrow test,
changed the estimator’s recovered fractions by at most 0.5 and those of paired-only estimation by at most 1.4
percentage points.
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Supplementary Table 6: Female fly connectome with unpaired neurons of other animals. Recovered
fraction (%) of the dependence between brain and nerve-cord wiring in held-out neuron types, by budget of paired
neurons (averaged over five draws). Centred on its or their averages: paired neurons centred and scaled by the
unpaired pool’s statistics (for the same animal, the benchmark; for other animals, the prespecified secondary
analysis); centred by contrasts: by Helmert contrasts (after scoring). Paired neurons only, the best of the
paired-only estimators at each budget.

Recovered (%) with paired neurons

Estimator 25 50 100 200 400
Same animal, centred on its averages (benchmark) 34 46 56 64 68
Other animals, centred on their averages (prespecified) —-30 —-113 —-78 —101 —109
Other animals, centred by contrasts (after scoring) 37 51 60 68 74
Paired neurons only, same animal’s averages 14 23 36 46 55
Paired neurons only, other animals’ averages 0.0 —69 —52 —66 —69
Paired neurons only, centred by contrasts 14 25 36 48 59

Supplementary Note 4. The validation test: a blood study not analysed before

This note describes the prespecified test of the workflow that the analyses of Supplementary Note 3 arrived at
after the bone-marrow test had been scored: a few paired cells of a small study, centred within their populations
by Helmert contrasts, with unpaired correlation structure from an external reference, at small budgets, in a study
that this work had not analysed. The centring was thus defined after one test had been scored, and it was tested
here under a protocol registered before any paired-cell estimate or held-out statistic of the new study had been
computed. The note then gives the allocation of donors to the folds, the biological readout of the test, specified
after it had been scored, the readout’s calibration and a comparison with other methods given the same inputs,
both specified after scoring, and the robustness of the test’s result.

Protocol

The plan, its code and the data files were registered once the data had been extracted. Before that, the data
had been extracted (counts and metadata; cell counts, library sizes and the antibody name match were the only
statistics computed), the pipeline had been run end to end on synthetic values with the real design, and the
unpaired summaries of the atlas and of two other-pool references had been computed to check their stability (cells,
populations, map reliabilities, map norms and leading latent eigenvalues); no paired-cell estimate and no statistic
of held-out cells had been computed. Predictions of every fold were recorded before any held-out cell was read.

Data. GEO GSE314416[1] profiles blood of healthy adults by 10x 5 CITE-seq with the TotalSeq-C panel of
140 antibodies. Only its pools with antibody counts were used: 34 samples of 18 donors, 16 of them at two time
points in different pools, in seven processing pools of two to four GEM wells. Cell types were the authors’ labels,
mapped by name to B, CD4 T (including regulatory T cells), CD8 T, NK and CD14 monocytes, the five types
that the atlas holds with at least 10 cells per patient in each assay half (it averages 15 CD16 monocytes and 7
dendritic cells per patient). Those labels were transferred from a reference annotated using RNA and protein. The
atlas was the extract of the Stephenson et al. COVID-19 blood study[41] used in the benchmark (118 patients
from three UK sites; 600 cells per patient; 192 TotalSeq-C antibodies), with its labels mapped to the same five
types. Its annotations used RNA clusters supported by protein markers. These supplied annotations were shared
by all methods.

Features. The gene panel was 200 genes chosen by the benchmark’s binned-dispersion rule from the atlas’s
RNA-half cells, among the atlas extract’s genes, all of which the validation data measure. Validation antibodies
were matched to atlas antibodies by antibody name or, when a target gene identified one unmatched antibody on
each side, by target gene (isotype controls never matched); the 111 matched antibodies detected in at least 1% of
the atlas’s protein-half cells formed the protein panel. RNA was log-normalized to 10* counts per cell and protein
transformed by the centred log-ratio over the panel. The panel was fixed for every fold and used no statistic of
the validation data.

Folds and references. Every sample was held out once. Within its pool, samples were put in a fixed pseudo-
random order, and the held-out sample’s paired samples were the next two in that order, so that every fold
is a small paired study of two samples of one pool. The paired reservoir was 25% of the paired samples’ cells,
selected by the development’s pseudo-random rule (about 1,500-2,200 cells), and held-out cells were split into two
halves pseudo-randomly. The unpaired references were the atlas (primary); every cell of the samples in other
pools whose donor does not appear in the held-out sample’s pool (other pools); and the non-reservoir cells of the
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paired samples (own samples). RNA and protein summaries were computed from disjoint sets of reference cells,
conditional on the supplied annotations.

Donor separation. Every fold is donor-disjoint (Supplementary Table 7; checked from the sample labels after
scoring). Each pool holds at most one sample of a donor, and the 16 donors sampled twice have their two samples
in different pools, so the two paired samples come from two donors other than the held-out donor. The other-pool
reference excludes every donor of the held-out sample’s pool, and with it the held-out donor’s other sample; the
own-sample reference consists of the paired samples’ remaining cells; and the atlas is another study. The held-out
cells that define every endpoint, including both halves of the readout below, therefore come from a donor that
contributed no paired and no reference cell to its fold. Across folds, each sample serves as a paired sample in two
other folds of its pool, and the bootstrap resamples donors with all their held-out samples.

Supplementary Table 7: Sample, donor and pool allocation of the validation test. Fach row is a fold: the
held-out sample’s donor and time point (b, baseline; f, follow-up), the two paired samples of its pool (the next
two in the fixed order), the other-pool reference (every sample of the other pools whose donor does not appear in
the held-out sample’s pool; the same for every fold of a pool) and the own-sample reference (the paired samples’
non-reservoir cells). Cells of the five cell types analysed. No donor appears on both sides of any fold.

Other-pool reference Own-sample

Pool Held-out sample  Paired samples Samples (donors) Cells  reference cells
DB8 HS6 (b) HS32 (b), HS94 (f) 28 (15) 105,238 6,262
HS32 (b) HS94 (f), HS6 (b) 6,505

HS94 (f) HS6 (b), HS32 (b) 6,679

DB9 HS86 (f) HS24 (f), HS46 (b) 22 (12) 83,929 5,294
HS24 (f) HS46 (b), HS88 (b) 5,749

HS46 (b) HS88 (b), HS16 (f) 5,557

HS88 (b) HS16 (f), HS10 (b) 5,268

HS16 (f) HS10 (b), HS86 (f) 5,467

HS10 (b) HS86 (f), HS24 (f) 5,301

DB10 HS68 (b) HS24 (b), HS47 (f) 26 (14) 99,582 5,021
HS24 (b) HS47 (f), HS93 (f) 4,770

HS47 (f) HS93 (f), HS68 (b) 5,526

HS93 (f) HS68 (b), HS24 (b) 5,777

DB11  HS46 (f) HS22 (f), HS68 (f) 22 (12) 81,772 6,346
HS22 (f) HS68 (f), HS75 (b) 5,771

HS68 (f) HS75 (b), HS88 (f) 5,914

HS75 (b) HS88 (f), HS28 (b) 5,983

HS88 (f) HS28 (b), HS46 (f) 5,273

HS28 (b) HS46 (f), HS22 (f) 5,779

DB12 HS10 (f) HS93 (b), HS47 (b) 24 (13) 92,020 5,719
HS93 (b) HS47 (b), HS16 (b) 5,780

HS47 (b) HS16 (b), HS75 (f) 5,386

HS16 (b) HS75 (f), HS10 (f) 5,910

HS75 (f) HS10 (f), HS93 (b) 6,161

DB13 HS22 (b) HS6 (f), HS48 (b) 27 (14) 100,636 5,759
HS6 (f) HS48 (b), HS30 (f) 5,669

HS48 (b) HS30 (f), HS22 (b) 5,546

HS30 (f) HS22 (b), HS6 (f) 5,636

DB14 HS12 (f) HS30 (b), HS94 (b) 23 (12) 86,518 4,861
HS30 (b) HS94 (b), HS86 (b) 5,029

HS94 (b) HS86 (b), HS28 (f) 6,041

HS86 (b) HS28 (f), HS32 (f) 5,775

HS28 (f) HS32 (f), HS12 (f) 5,468

HS32 (f) HS12 (f), HS30 (b) 5,566

Estimation and arms. Populations were cell type by sample. In every draw, each population’s drawn cells were
replaced by their n — 1 Helmert contrasts, scaled by the contrasts’ pooled standard deviations, and the estimator,
blocks, map and comparators were those of the benchmark with the reference’s unpaired summaries. Arms:
paired-only estimation (the best at each budget of James—Stein shrinkage, SCOSE, FCOSE and cross-validated
low rank, pooled or per cell type, on the same contrasts); the estimator with each reference; and two secondary
arms with the own-sample reference’s population means, the design of the earlier tests, or with the atlas and the
centring of the bone-marrow test (1/n/(n — 1) times the deviations from the paired cells’ own means). Budgets
were 25 to 800 paired cells with five draws.
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Endpoint and hypotheses. The endpoint was the noise-unbiased recovered fraction of within-cell-type gene—
protein cross-correlation of the held-out sample, pooled over cell types and folds; paired cells needed were read
from the running maximum of each curve, and a curve that did not reach the target counted as needing 800. The
primary target was half of the best recovery of any arm. V1 (primary): the saving over paired-only estimation
with the atlas, 95% lower bound above one. V2: the atlas arm’s recovered fraction, 95% lower bounds above zero
with 50 and with 100 paired cells. V3: as V1 with the other-pool reference. V4 (non-inferiority): paired cells
needed with the atlas over those needed with the own-sample reference, 95% upper bound below 1.25. Intervals
came from 2,000 resamples of donors, each carrying its held-out samples.

Results

The best recovery was 57%, so the primary target was 28% (Supplementary Table 8). With the atlas as the only
reference, the estimator reached it with 147 paired cells, whereas paired-only estimation did not reach it within
800 (saving at least 5.4; 95% CI, 4.8-6.0; V1 met). Its recovered fraction was 0.5% with 25 paired cells (—2.0
to 2.3%), 11% with 50 (8.8-14%) and 23% with 100 (20-25%; V2 met), against 2.4% and 3.5% for paired-only
estimation with 50 and 100. With the other-pool reference, it reached the target with 70 paired cells (saving at
least 11.4; 10.3-12.8; V3 met), and with the own-sample reference with 110; the atlas needed 1.34 times as many
paired cells as the own samples (1.15-1.56; V4 not met) and 2.10 times as many as the other pools (1.97-2.26). At
a quarter and at three quarters of the best recovery, the atlas’s savings over paired-only estimation were at least
13.4 (4.5-13.7) and 1.9 (1.6-2.1). Every pool gave a saving with the atlas: at least 4.5 to 8.2 at each pool’s own
target, half of the best recovery in that pool, and at least 3.4 to 8.4 at the test’s primary target (Supplementary
Table 15). The secondary arm with the own samples’ means reached the target with 114 paired cells; the atlas
with the centring of the bone-marrow test recovered —408% and —60% with 25 and 50 paired cells and reached
the target with 178.

Supplementary Table 8: Validation test: recovered fraction of within-cell-type dependence by reference.
Pooled over the 34 held-out samples; recovered fraction (%) at each budget of paired cells, averaged over five
draws, and paired cells needed to reach the primary target (28%, half of the best recovery), interpolated on the
running maximum of each curve. Paired cells were centred within their populations by contrasts in every arm
except the last two: own samples, their averages, centred on the population averages of the own-sample reference;
atlas, centred as in bone marrow, centred on their own population averages with the factor \/n/(n — 1) of the
bone-marrow test.

Recovered (%) with paired cells Paired cells
Arm 25 50 100 200 400 800 to the target
Paired cells only 0.5 24 35 7.7 14 13 >800
Atlas (other study) 0.5 11 23 33 42 48 147
Other pools, other donors 8.8 23 34 43 50 57 70
Own samples 5.6 19 27 34 40 45 110
Own samples, their averages 8.2 19 27 34 40 44 114
Atlas, centred as in bone marrow  —408 —60 13 31 42 48 178

Degrees of freedom and the noise term

Contrasts spend one cell of every population with a drawn cell and all of a single cell, and the budget counts
every drawn cell. Supplementary Table 9 gives, for each budget, the populations with a drawn cell, the single
cells and the contrast rows; paired-only estimation used the same contrasts, so every comparison is made at equal
degrees of freedom. With 25 paired cells over ten populations, 16 contrast rows remained on average, with 50, 40,
and with 100, 90.

The table also compares, for the estimator’s blocks along the atlas’s axes, the noise term that sets each block’s
shrinkage (the trace of the covariance of the block mean estimated from the spread of per-row products) with
the variance of the block mean across the five draws, corrected for the finite reservoir (prespecified). The same
comparison was made in the bone-marrow test, along the other sites’ axes, with 20 fresh draws per budget from
its reservoirs (after scoring). Under contrasts the two agreed at every budget from 25 to 200 paired cells in
both data sets (ratio 1.00; with 500 independent resamples through the whole pipeline, the estimate was slightly
conservative, Supplementary Table 30); under the centring of the bone-marrow test the noise term was too small
(0.67 to 0.95 in the validation and 0.64 to 0.91 in bone marrow), most at the smallest budgets, where that centring
gave estimates worse than independence.

Two further checks, made after scoring, concern the budget axis and the paired-only control. Counted in
contrast rows rather than drawn cells, with the mean rows at each budget as the axis and the same interpolation,
the atlas arm reached the primary target with 137 rows and paired-only estimation did not reach it within 790,
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a saving of at least 5.8 against 5.4 counted in cells; because populations cost a larger share of small budgets,
counting drawn cells favours paired-only estimation. In the bone-marrow test, paired-only estimation under
contrasts recovered 0.3%, 0.9% and 2.1% with 25, 50 and 100 paired cells, against —16%, 0.0% and 0.9% under the
test’s own centring, and the two agreed to within 0.1 percentage points at 400 and 800 (Supplementary Tables 3
and 5), so centring by contrasts does not weaken the paired-only control.

Supplementary Table 9: Degrees of freedom of the paired draws and calibration of the noise term.
Means over draws and folds. Contrast rows: drawn cells minus populations with a drawn cell. Noise term /
variance across draws: over the estimator’s blocks along the reference’s axes (validation, atlas; bone marrow,
other sites) and over folds, the sum of the estimated noise traces of the block means divided by the sum of their
variances across draws, each variance divided by 1 — B/N for B paired cells drawn from a reservoir of N; one
means calibrated, below one means the noise term is too small. Validation: five draws per budget (prespecified);
bone marrow: 20 fresh draws per budget (after scoring).

Paired cells drawn 25 50 100 200
Validation (prespecified)

Populations with a drawn cell 8.7 9.7 9.9 10.0
Single cells (no contrast) 2.2 0.9 0.2 0.0
Contrast rows 16.3 40.3 90.1 190.0
Noise term / variance across draws, contrasts 1.00 1.00 1.00 1.00
Noise term / variance across draws, own averages, v/n/(n—1) 0.67 0.79 0.89 0.95
Bone marrow (after scoring)

Populations with a drawn cell 10.8 13.1 149 15.6
Single cells (no contrast) 4.1 2.7 1.6 0.8
Contrast rows 142 369 85.1 1844
Noise term / variance across draws, contrasts 1.00 1.00 1.00 1.00
Noise term / variance across draws, own averages, y/n/(n —1) 0.64 0.75 0.84 0.91

Biological readout (specified after scoring)

The test measured the fraction of within-cell-type cross-correlation recovered in a held-out sample. A laboratory
would use such an estimate to say which genes and proteins co-vary within a cell type, and in which direction.
After the test had been scored, a second analysis was written and registered with its code, the data and the test’s
recorded predictions before any of its endpoints had been computed; what was known then were the test’s pooled
recovered fractions, paired cells needed and verdicts.

Predictions. The test stored the mean of the five draws’ predictions for every fold, arm and budget, whereas a
single study obtains one draw. The predictions of every draw were therefore regenerated with the test’s registered
code, folds, panels, references and seeds; at the test’s six budgets their means reproduced the recorded ones
(largest absolute difference 1.2 x 10~7 over 11,220 predictions, squared norms identical). A budget of 150 paired
cells, just above the 147 with which the atlas arm had reached the test’s primary target, was added with new
draws under the same seed rule.

Reproducible associations. In each held-out sample and cell type with at least 20 held-out cells in each of its
two halves (170 units), the correlation of every gene with every protein was computed in each half, and a pair was
a reproducible association if both correlations had the same sign with two-sided P < 0.01 by Fisher’s z. A pair
without association passes with probability below 5 x 10~°. There were 120,649 reproducible associations, 3.2% of
the 22,200 pairs of each unit (B cells 5,077, CD4 T 27,388, CD8 T 56,637, NK 10,526, CD14 monocytes 21,021).

Endpoints and hypotheses. Direction: the fraction of reproducible associations whose sign the estimate gave
(an estimate of zero counting one half; chance 50%). Nomination: the fraction of the 100 pairs with the largest
absolute estimate in each unit that were reproducible associations of the estimated sign (ties at the boundary by
their expectation; random pairs 1.6%, a perfect ranking 97%). Cognate pairs: the recovered fraction, by the test’s
formula, over the correlations between the 16 panel genes and the panel proteins they encode (CD11b and ITGAM,
CD8 and CD8A, CD14, CD16 and FCGR3A, CD31 and PECAM1, CD161 and KLRB1, KLRG1, HLA-DR and
HLA-DRA, CD314 and KLRK1, CD79b, CD122 and IL2RB, CD83, CD124 and IL4R, CD127 and IL7R, CD94
and KLRD1, CD85j and LILRBI). Each endpoint was computed per draw, averaged over draws and pooled over
units; paired-only estimation was, for each endpoint and budget, the best of the eight paired-only methods. B1
and B2 required 95% lower bounds above zero for the difference between the atlas arm and paired-only estimation
in direction and in nomination at 50, 100 and 150 paired cells, and B3 in the cognate recovered fraction at 100
and 150; intervals came from 2,000 resamples of donors.
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Results. All three hypotheses were met (Bl met, B2 met, B3 met; Supplementary Table 10). Direction: with
the atlas, 80%, 86% and 89% at 50, 100 and 150 paired cells, against 67%, 75% and 80% for paired-only estimation
(differences 12.9, 11.2 and 9.1 percentage points; 95% CI, 12.1-13.7, 10.3-12.0 and 8.4-9.8). Nomination: 35%, 47%
and 52%, against 15%, 28% and 35% (differences 20.1, 19.3 and 16.8 points; 18.9-21.3, 18.0-20.5 and 15.6-18.0).
Cognate pairs: 39% and 47% at 100 and 150 paired cells, against 25% and 33% (differences 14.2 and 14.4 points;
12.5-15.8 and 12.9-15.3). Per donor, with 100 paired cells, the atlas arm gave the direction of more associations
than paired-only estimation in 18 of 18 donors and than the best form of reference regression in 10 (Fig. 2e of the
main text). The other-pool and own-sample references gave the direction of more associations than the atlas at
every budget, whereas from 100 paired cells on the atlas nominated more reproducible pairs than the own-sample
reference and about as many as the other-pool reference.

To give the direction of 73% of the associations (the midpoint between chance and the best arm), the atlas arm
needed 29 paired cells, the other-pool reference <25, the own-sample reference <25 and paired-only estimation 84
(saving with the atlas 2.9; 95% CI, 2.6-3.1). To make 34% of the top pairs reproducible (half of the best arm),
they needed 45, 37, 42 and 136 (saving 3.0; 2.8-3.2).

By cell type, the atlas gave the direction of more associations than paired-only estimation at every budget
in CD4 T, CD8 T and NK cells, which held 27,388, 56,637 and 10,526 of the associations. In B cells it gave
slightly more up to 400 paired cells (67% against 61% with 100), and in CD14 monocytes about as many below
400 (73% against 72% with 100) and fewer from 400 on. Among cognate pairs that were reproducible associations,
paired-only estimation gave the direction slightly more often than the atlas at every budget (95% against 93%
with 100 paired cells); these associations are strong, and the paired cells alone recover their sign.

Supplementary Table 10: Biological readout of the validation test. Pooled over the scored units of the 34
held-out samples; each endpoint computed per draw and averaged over five draws. Paired-only estimation is
the best of the eight paired-only methods for each endpoint and budget; every arm centred the paired cells by
contrasts. Direction: chance 50%. Top 100 pairs: random pairs 1.6%, a perfect ranking 97%. By cell type, the
number of reproducible associations in parentheses.

Paired cells

Arm 25 50 100 150 200 400 800
Direction of reproducible associations (%)

Paired cells only 61 67 75 80 82 88 92
Atlas (other study) 71 80 86 89 90 92 94
Other pools, other donors Yt 85 89 91 92 94 96
Own samples 76 84 88 89 90 92 94
Top 100 pairs reproducible with the estimated sign (%)

Paired cells only 6.9 15 28 35 40 52 61
Atlas (other study) 23 35 47 52 55 62 67
Other pools, other donors 28 38 46 50 54 61 67
Own samples 27 36 41 44 46 52 57
Cognate pairs: recovered fraction (%)

Paired cells only 4.7 11 25 33 39 54 65
Atlas (other study) 13 24 39 47 53 64 73
Other pools, other donors 14 24 36 44 50 63 74
Own samples 14 23 34 40 45 57 67
Cognate pairs: direction (%)

Paired cells only 82 90 95 97 98 99 99
Atlas (other study) 76 85 93 96 97 99 99
Other pools, other donors 78 87 93 96 97 99 99
Own samples 78 85 92 94 96 98 99
Direction by cell type, atlas / paired only (%)

B (5,077) 57 /54 63/57 67/61 70/63 72/66 77/74 81/82
CD4 T (27,388) 7r/63 87 /71 92 /77 93 /81 94/84 96/89 97 /94
CD8 T (56,637) 74/64 85/70 91/79 94/83 95/86 96/93 97 /96
NK (10,526) 63 /60 71/64 T8/69 82/73 82/74 87 /8L 90/87
CD14 Mono (21,021) 60/58 66/64 T3/72 T76/77 T9/79 84/86 88 /92

Calibration of the readout (specified after scoring)

After the test and its readout had been scored, a further plan was registered with its code, the data, the test’s
recorded predictions and the readout’s results before any quantity in it had been computed. It specified the
calibration of the readout described here and the comparison with other methods in the next section. What
was known then were the test’s and the readout’s results and the donor allocation; no count or endpoint under
the truth sets below, no value per held-out sample and cell type and no share of positive associations had been
computed. Its code regenerated the per-draw predictions of every arm as the readout did (largest difference
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from the recorded means 1.2 x 10~7 over 11,220 predictions) and reproduced every value of the readout under
the readout’s own definitions (largest difference 3.3 x 10~°, in one paired-only method at one budget, from the
number of computing threads).

Truth sets. Besides the readout’s definition (P < 0.01 in both halves with the same sign), reproducible
associations were defined at P < 0.05 and at P < 0.001 in both halves, and with control of the false discovery rate.
For the latter, the replicability P-value of a pair, 2{1 — ®(min(|z4|, |z5]))} when the two halves agree in sign
and 1 otherwise, is at most a level exactly when both halves pass that level with the same sign; it was controlled
at 5% by the Benjamini-Hochberg procedure[4] within each held-out sample and cell type (a unit; 22,200 pairs
each), or over all 170 units together (threshold P < 1.1 x 1073).

Baselines and weighting. Besides chance (50%), a majority-sign baseline gave every reproducible association
of a unit the sign held by most of that unit’s associations; it is an oracle, since it knows each unit’s majority from
the held-out cells. The readout pooled units, weighting each by its number of reproducible associations, so that
CDS8 T cells, which held 47% of them, carried the most weight. The direction was therefore also averaged with
every unit weighted alike, with every cell type weighted alike (units pooled within a type) and with every held-out
sample weighted alike (units pooled within a sample); the nomination endpoint, which counts 100 pairs in every
unit, weights units alike when pooled.

Intervals and multiplicity. Differences between the atlas arm and paired-only estimation, whose envelope
over the eight methods was recomputed in every resample, have 95% intervals from the readout’s 2,000 resamples
of donors. Each of B1-B3 required a lower bound above zero at every one of its budgets, an intersection—union
test[6], which needs no adjustment within a hypothesis. For the eight planned comparisons (B1 and B2 at 50,
100 and 150 paired cells, B3 at 100 and 150), one-sided bootstrap P-values, one plus the number of resampled
differences at most zero divided by one plus the number of resamples, and Bonferroni-simultaneous intervals at
level 1 — 0.05/8 were computed from 20,000 resamples of donors; the P-value of each hypothesis, the largest over
its budgets, was adjusted over B1-B3 by Holm’s procedure|[18].

Results. Positive associations outnumbered negative ones: 57% of the readout’s reproducible associations
were positive, and the majority-sign baseline gave the direction of 57% of them pooled and 58% with every cell
type weighted alike, against 86% for the atlas arm and 75% for paired-only estimation with 100 paired cells
(Supplementary Table 11). The other truth sets held 189,472 (P < 0.05), 79,414 (P < 0.001), 83,863 (5% false
discovery rate within units) and 80,156 (over all units) associations. Under each truth set and each weighting, the
atlas arm gave the direction of more associations than paired-only estimation with 100 paired cells, by 8.3 to 11.8
percentage points with 95% lower bounds of at least 7.1, and made more of its top pairs reproducible, by 16.5 to
21.0 points (lower bounds at least 15.2). With every cell type weighted alike, the atlas arm gave the direction of
80% of the associations against 70%. By cell type, the difference with 100 paired cells was 12.8 points in CD8 T
cells (95% CI, 11.6 to 13.9), 15.2 in CD4 T cells (13.5 to 16.1), 9.5 in NK cells (8.4 to 10.8), 6.6 in B cells (5.5
to 7.7) and 1.3 in CD14 monocytes (0.5 to 1.9). All eight planned comparisons had Bonferroni-simultaneous
intervals above zero (Supplementary Table 12); no resampled difference was at most zero, so every one-sided
bootstrap P-value was at the resolution of the resamples (largest < 5 x 107°), and the Holm-adjusted P-values of
B1-B3 were all <2 x 1074

Other methods given the same atlas (specified after scoring)

The test showed that the atlas reduced the paired cells needed by this estimator. Whether established methods
that also use unpaired data would exploit the atlas as well was specified in the same plan. SemiCCA and reference
regression received the test’s paired draws (folds, budgets, five draws and seeds), centred by the same contrasts,
on the same genes and proteins, with the same atlas summaries; tuning used only the paired cells and the
atlas. SemiCCA[22] projected the paired cross-covariance on its canonical subspaces computed with the atlas’s
covariances, with its weight (0.2, 0.5 or 0.8) and rank (1, 2, 4, 8 or all proteins) chosen by two-fold cross-validation
within the paired contrasts. Reference regression regressed protein on RNA by ridge regression in the paired
contrasts, with the Gram matrix of the paired contrasts or of the atlas and the penalty chosen likewise, and
predicted the cross-correlation as the atlas’s RNA correlation times the coefficients. Each ran in the benchmark’s
three forms: pooled over cell types, mapped to each cell type through the atlas’s condition maps (the estimator’s
maps), and refitted in each cell type with the atlas’s summaries of that type. At each budget the best form,
chosen on the held-out endpoint, represented each method, which favours the alternatives. K1 and K2 required
95% lower bounds above one for the ratio of the paired cells that SemiCCA and reference regression needed to
reach the test’s primary target to those the estimator needed (2,000 resamples of donors, target fixed).
Champollion[35] learns a cost between the two modalities from paired cells by inverse optimal transport and
transports unpaired cells with it. It applies here as it did in development: it was fitted on the paired contrasts
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Supplementary Table 11: Calibration of the readout with 100 paired cells. Values in percent, differences in
percentage points with 95% intervals from the readout’s 2,000 resamples of donors. Associations: reproducible
associations under each truth set, pooled over the 170 units (held-out sample by cell type). Majority: the oracle
majority-sign baseline for the direction, each unit’s associations given its majority sign, aggregated with the same
weighting. Atlas and paired: the atlas arm and paired-only estimation (the best of the eight paired-only methods
for each endpoint, truth set and weighting). Truth sets: reproducible at the stated P in both halves with the
same sign, or at a false discovery rate (FDR) of 5% on the replicability P-value, within each unit or over all units.
Weighting: pooled over units (the readout’s), or averaged with every unit, cell type or held-out sample weighted
alike. Cell types: pooled within the type; associations of the type in the readout.
Direction (E1, %) Top 100 reproducible (E2, %)

Associations Majority = Atlas Paired Difference (95% CI) Atlas Paired Difference (95% CI)

Truth set (pooled)

P < 0.01 (readout) 120,649 57 86 75 11.2 (10.3-12.0) 47 28 19.3 (18.0-20.5)
P <0.05 189,472 55 82 70 11.8 (11.0-12.4) 52 31 21.0 (19.9-22.0)
P <0.001 79,414 58 89 79 10.2 (9.3-11.0) 42 25 17.2 (15.8-18.4)
FDR 5%, per unit 83,863 57 89 78 10.9 (9.9-11.7) 41 25 16.5 (15.2-17.8)
FDR 5%, all units 80,156 58 89 79 10.3 (9.3-11.1) 42 25 17.2 (15.9-18.5)
Weighting (readout’s truth set)

Pooled (readout) 57 86 75 11.2 (10.3-12.0) a7 28 19.3 (18.0-20.5)
Units alike 58 81 71 9.9 (9.3-10.4) 47 28 19.3 (18.0-20.5)
Cell types alike 58 80 70 9.9 (9.3-10.4) a7 28 19.3 (18.0-20.5)
Samples alike 57 86 75 11.1 (10.1-11.9) 47 28 19.3 (18.0-20.5)
Cell type (readout’s truth set)

B 5,077 67 61 6.6 (55-7.7) 3.5 2.3 1.1 (0.2-2.1)
CD4 T 27,388 92 77 15.2 (13.5-16.1) 76 34 42.3 (39.0-45.3)
CDS8 T 56,637 91 79 12.8 (11.6-13.9) 85 74 10.7 (8.2-13.4)
NK 10,526 78 69 9.5 (8.4-10.8) 30 18 12.2 (9.8-14.6)
CD14 Mono 21,021 73 72 1.3 (0.5-1.9) 41 17 23.8 (21.7-26.0)

with the settings that its pilot had fixed for the external test on another data set (epsilon 1, 2,000 iterations, lasso
weight by budget), and its transport plan between 2,000 RNA and 2,000 protein cells of each cell type of the
atlas, centred on their population means, gave the prediction. This cap made its atlas sample smaller than that
used for the covariance summaries of the other methods. Its fits took from seconds to minutes each on two cores,
growing with the number of paired cells, so it was run on the first of the five draws of every fold and budget, and
the estimator was scored on the same draws.

Results. Every alternative gained from the atlas. The best forms of SemiCCA and reference regression reached
the test’s primary target with 496 and 169 paired cells, whereas paired-only estimation did not reach it within 800
(savings at least 1.61 and at least 4.7; Supplementary Table 13). The estimator needed 147, so SemiCCA needed
3.4 times as many paired cells (95% CI, 2.4-4.6; K1 met) and reference regression 1.15 times as many (1.003-1.36;
K2 met). Pooled over cell types, no alternative reached the target; their gains came through the per-cell-type and
mapped forms, as the estimator’s come through its condition maps. With 100 paired cells, reference regression
gave the direction of 86% of the readout’s reproducible associations and made 50% of its top pairs reproducible,
against 86% and 47% for the estimator, and recovered 28% of the cognate correlations against 39%; SemiCCA
gave 76%, 32% and 13%. On the first draws, Champollion recovered 20% of the dependence with 100 paired cells
and at most 40% with 800, against 22% and 48% for the estimator on the same draws, and it needed 180 paired
cells to reach the target against 147 (ratio 1.23; 0.98-1.44). With 100 paired cells it gave the direction of 88% of
the reproducible associations, against 87% for the estimator on the same draws, and made 42% of its top pairs
reproducible, against 47%.

Robustness of the atlas result (after scoring)

Pools and donors. From the recorded predictions, every processing pool gave a saving (Supplementary
Table 15), and with any one pool left out and the primary target recomputed, the saving was at least 5.2 to 5.6;
without any one pool, the atlas needed 1.24 to 1.42 times the paired cells needed with the own samples’ unpaired
cells, so the result of V4 does not rest on one pool. Every donor’s held-out samples gave a saving, from at least
1.08 to 8.1 (Supplementary Table 16); paired-only estimation reached the target in the samples of three donors,
and the atlas arm needed at most 741 paired cells in any donor’s samples.

Size and composition of the atlas. The atlas arm was recomputed with the reference changed and every other
setting of the test unchanged (panel, folds, draws and seeds), and scored against the prespecified paired-only arm
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Supplementary Table 12: Planned comparisons of the readout: intervals and multiplicity. Atlas arm
minus paired-only estimation, in percentage points (direction and top 100 pairs) or points of recovered fraction
(cognate pairs). 95% CI: the readout’s 2,000 resamples of donors. Simultaneous CI: Bonferroni over the eight
comparisons (level 1 — 0.05/8), 20,000 resamples of donors. One-sided P: one plus the number of resampled
differences at most zero, over one plus the number of resamples (<, no resampled difference at most zero). Each
hypothesis’s P-value is the largest over its budgets (intersection—union), adjusted over the three hypotheses by
Holm’s procedure.

Hypothesis  Endpoint Paired cells  Difference 95% CI  Simultaneous CI ~ One-sided P
B1 Direction 50 12.9 12.1 to 13.7 11.7 to 14.1 <5x107°
B1 Direction 100 11.2  10.3 to 12.0 10.1 to 12.2 <5x107°
B1 Direction 150 9.1 8.4 t0 9.8 8.0 to 10.2 <5x107°
B2 Top 100 reproducible 50 20.1 18.9to 21.3 18.5 to 21.8 <5x107°
B2 Top 100 reproducible 100 19.3 18.0 to 20.5 17.4 to 20.9 <5x107°
B2 Top 100 reproducible 150 16.8 15.6 to 18.0 15.1 to 18.3 <5x107°
B3 Cognate pairs, recovered 100 14.2  12.5 to 15.8 11.9 to 16.2 <5x107°
B3 Cognate pairs, recovered 150 144 12.9 to 15.3 12.4 to 15.8 <5x10°°
B1 Intersection—union P (largest over its budgets); Holm-adjusted over B1-B3 <2x107%
B2 Intersection—union P (largest over its budgets); Holm-adjusted over B1-B3 <2x107%
B3 Intersection—union P (largest over its budgets); Holm-adjusted over B1-B3 <2x1074

at the test’s primary target; recomputed with the unchanged atlas, it reproduced the recorded atlas predictions
exactly (largest difference 0). Patients were taken in a fixed pseudo-random order. Supplementary Table 14 gives
every variant. With the cells of 59, 30 and 15 patients the atlas arm needed 174, 177 and 185 paired cells (95% CI,
147-217, 151-219 and 155-246), with 7 patients 385, and with 4 patients (2,132 cells, 17 populations) it recovered
at most 15% and did not reach the target. With one cell type left out, it needed 174 paired cells without B cells,
159 without CD4 T cells, 184 without NK cells and 209 without CD14 monocytes, whereas without CD8 T cells,
which held 56,637 of the 120,649 reproducible associations of the readout, it did not reach the target. With B cells
and CD14 monocytes from 15 patients and the other types from all 118 (47,683 cells) it recovered at most 20%,
and with CD4 and CD8 T cells from 15 patients (34,942 cells) at most 14%, falling to —2.7% with 800 paired cells.

To locate this failure, the full atlas and the two skewed atlases were scored without condition maps, every cell
type receiving the pooled estimate along the atlas’s axes. With 800 paired cells, these estimates recovered 14%,
14% and 13%, whereas with maps the full atlas recovered 48%. The axes therefore carried over under the skewed
compositions, and the condition maps, which convert the pooled estimate into each cell type’s through the atlas’s
pooled covariance, failed when the atlas’s composition departed from that of the paired cells; a cell type absent
from the atlas escapes this, because its cells keep the pooled estimate.
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Supplementary Table 13: Other methods using the same paired draws and source atlas. Validation test,
pooled over the 34 held-out samples, five draws (last block: the first draw of every fold and budget). Champollion
used 2,000 cells per assay and cell type from the atlas; the other methods used its full covariance summaries.
Recovered: fraction of within-cell-type dependence recovered (%). Paired cells: needed to reach the test’s primary
target (28%), with 95% intervals from 2,000 resamples of donors; >800, not reached. Ratio: paired cells needed
over those the estimator with the atlas needed (K1, SemiCCA; K2, reference regression; >, a lower bound).
Readout, 100: direction (E1) and top 100 pairs (E2) with 100 paired cells. Ridge: reference regression with the
Gram matrix of the paired contrasts or of the atlas. Forms: pooled over cell types; map, the pooled estimate
mapped to each cell type through the atlas’s condition maps; per cell type, refitted on each type’s contrasts with

the atlas’s summaries of that type. Best form: the best at each budget, chosen on the held-out endpoint.

Recovered (%), paired cells

Readout, 100 (%)

Arm 50 100 200 800 Paired cells (95% CI) Ratio (95% CI) E1 E2
Estimator 11 23 33 48 147 (125-185) 1 86 47
SemiCCA, pooled 0.3 1.8 4.5 11 >800 72 20
SemiCCA, map —0.2 3.6 13 32 579 (417->800) 73 22
SemiCCA, per cell type 11 17 20 28 >800 76 32
SemiCCA, best form 11 17 20 32 496 (308->800) 3.4 (24-4.6) 76 32
Ridge, paired Gram, pooled 52 8.6 12 18 >800 80 28
Ridge, paired Gram, map 11 19 26 41 235 (203-275) 85 43
Ridge, paired Gram, per type 14 22 28 43 197 (158-241) 85 48
Ridge, atlas Gram, pooled 52 9.2 12 18 >800 81 28
Ridge, atlas Gram, map 11 20 27 45 214 (186-248) 85 44
Ridge, atlas Gram, per type 11 20 30 42 175 (136-414) 86 50
Reference regression, best form 14 22 30 45 169 (131-236) 1.15 (1.003-1.36) 86 50
Paired cells only 2.4 3.5 7.7 13 >800 >5.4 (4.3-6.4) 75 28
First draw of every fold only

Champollion 11 20 30 40 180 (165-198)  1.23 (0.98-1.44) 88 42
Estimator, same draws 11 22 33 48 147 (123-189) 1 87 47

Supplementary Table 14: The atlas arm with the reference changed, and by processing pool. Atlas arm
recomputed with every setting of the test unchanged (panel, folds, draws, seeds) except the reference; patients
chosen in a fixed pseudo-random order. A cell type absent from the reference receives the pooled estimate without
a condition map. With 100, recovered fraction with 100 paired cells. Cells to target: paired cells needed to reach
the test’s primary target (28%), with 95% intervals from 2,000 resamples of donors; saving over the prespecified
paired-only arm, which did not reach the target within 800 paired cells, so every saving is a lower bound. With
the target held fixed, the interval of the unchanged atlas is wider than that of hypothesis V1, whose bootstrap

recomputed the target in every resample.

Atlas reference Patients Cells  With 100 (%)  Cells to target (95% CI) Saving (95% CI)
All 118 patients 118 63,796 23 147 (126-182) >5.4 (4.4-6.3)
59 patients 59 32,350 20 174 (147-217) >4.6 (3.7-5.4)
30 patients 30 16,510 20 177 (151-219) >4.5 (3.6-5.3)
15 patients 15 8,231 20 185 (155-246) >4.3 (3.3-5.2)
7 patients 7 3,823 16 385 (281->800) >2.1 (1.00-2.8)
4 patients 4 2,132 9.5 >800 neither reached
B, CD14 Mono from 15 patients 118 47,683 2.8 >800 neither reached
CD4, CD8 T from 15 patients 118 34,942 14 >800 neither reached
Without B cells 118 55,371 21 174 (147-222) >4.6 (3.6-5.5)
Without CD4 T 118 42,339 23 159 (132-201) >5.0 (4.0-6.1)
Without CD8 T 118 52,250 9.8 >800 neither reached
Without NK 118 51,730 21 184 (152-241) >4.4 (3.3-5.3)
Without CD14 Mono 118 53,494 20 209 (162-316) >3.8 (2.5-4.9)
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Supplementary Table 15: The validation test by processing pool. From the recorded predictions. In
each pool: paired cells the atlas arm needed to reach the test’s primary target, and its saving over paired-only
estimation (>, paired-only estimation did not reach the target within 800 paired cells). Without each pool in
turn: the primary target recomputed as half of the best recovery, the saving, and the paired cells the atlas needed
divided by those needed with the own samples’ unpaired cells (the ratio of hypothesis V4).

In the pool Without the pool

Pool Samples  Atlas cells Saving Target (%) Saving Atlas / own

DBS 3 95 >8.4 28 >5.2 1.30
DB9 6 129 >6.2 28 >5.4 1.24
DB10 4 238 >34 29 >5.5 1.36
DBI11 6 184 >4.3 29 >5.6 1.42
DB12 5 186 >4.3 28 >5.6 1.36
DB13 4 129 >6.2 28 >5.4 1.35
DB14 6 132 >6.0 28 >5.3 1.39

Supplementary Table 16: The validation test by donor. From the recorded predictions, each donor’s held-out
samples (two for donors sampled at two time points): recovered fraction with 100 paired cells with the atlas and
with paired cells only, paired cells the atlas arm needed to reach the test’s primary target, and its saving over
paired-only estimation (>, paired-only estimation did not reach the target within 800 paired cells).

Recovered with 100 (%)

Donor Samples Atlas Paired only  Atlas cells Saving
HS6 2 30 12 89 3.1
HS10 2 26 4.0 117 >6.8
HS12 1 29 9.0 98 >8.1
HS16 2 24 6.1 123 >6.5
HS22 2 22 2.8 164 >4.9
HS24 2 16 2.5 741 >1.08
HS28 2 22 5.6 149 >5.4
HS30 2 24 3.9 126 >6.4
HS32 2 27 10 106 5.0
HS46 2 23 3.2 129 >6.2
HS47 2 13 3.5 292 >2.7
HS48 1 23 5.7 200 >4.0
HS68 2 10 0.7 436 >1.8
HS75 2 18 2.4 236 >34
HS86 2 20 6.6 161 >5.0
HS88 2 27 8.4 108 >74
HS93 2 23 5.2 155 4.7
HS94 2 22 6.4 250 >3.2
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Supplementary Note 5. The estimator: theory, development and external test

This note defines the estimator, proves a risk bound for an idealized version of it, the condition map under
a shared channel and a matching lower bound in an idealized Gaussian-sequence model (Propositions S6-S8),
and gives the development comparisons and the protocol and complete results of the prespecified external test.
Supplementary Note 7 bounds the implemented rule itself and derives the saving.

Setting and estimator

Training cells of eligible populations are divided by a fixed pseudo-random rule into a paired calibration reservoir
(25%) and an unpaired pool (75%). Pool cells contribute RNA from one assay half and protein from the other,
never both, and give three unpaired summaries: the pooled within-population RNA correlation, its latent version
after binomial count splitting (Supplementary Note 2), and the pooled within-population protein correlation,
each also computed within every condition. From the reservoir, B paired cells are drawn; each is centred on
the unpaired means of its population and scaled by pooled within- populatlon standard deviations, giving RNA
vectors x; € RP and protein vectors y; € R? and per-cell products z; = xlyl Their mean @ estimates the pooled
within-population cross-covariance 6.

Let U be the eigenvectors of the latent RNA correlation and V' those of the protein correlation, both ordered
by eigenvalue and both from unpaired cells. The proposed estimator writes 6 in these bases, A =U TéV, partitions
A into blocks formed by RNA eigen-coordinates 1-5, 620, 21-60 and the rest and protein eigen-coordinates 1-3
and the rest, and multiplies each block Ay, by the positive-part James-Stein factor[20, 2] (1 — /|| 4s?)+, where
tp is the trace of the covariance of the block’s mean, estimated from the per-cell products. The shrunk coefficients
are rotated back, § = UAVT. For condition c, the estimate is mapped by G, = S.UxA; U, + (I — UpU,") on the
leading & = 120 latent eigendirections, where Uy (p x k) and Ay (k x k) are the leading eigenvectors and eigenvalues
of the pooled latent RNA correlation and ¥, = D, R, D, . combines the condition’s latent RNA correlation R, .
with the ratios D, . of its measured RNA standard deviations to the pooled ones (Proposition S7 motivates the
leading term). The map is shrunk towards the identity by the split-half reliability s, of the condition-minus-pooled
covariance (unpaired cells only), G. = I 4 s.(G. — I), and rows and columns are rescaled by the likewise shrunk
ratios, Dz e =1+ 8.(Dyc—1I)and Dy ¢, S0 that the mapped estimate is D 1G’ 0D L. The estimator needs one
elgendecomposmon per assay; its blocks, shrinkage rule and map rank were ﬁxed in development and nothing is
tuned to a data set.

Risk bound

Proposition S6 (Block James—Stein with correlated, unequal noise). Let U and V' be fized orthonormal bases and
let the coefficients of block b satisfy a, ~ N(ap, Sp) for any positive semidefinite Sy. Write t, = tr Sy, £y = Amax(Sp)
and 51, = (1 - tb/”&b”z)db, with (51, =0 at &b =0. Iftb 2 4&,, then

las|[*ty

E[|d, — ab||2 < W

+ 44, < min(||(lb||27tb) + 44y,

The fraction is defined as zero when ||ay||* = t, = 0.

Proof. If t = 0, then X = a almost surely and the bound is immediate. Otherwise, with X = a; and
g(X) = X/||X||?, Stein’s identity for a Gaussian vector with covariance S[40] gives E(X —a, g(X)) = E tr(S Dg(X))
and tr(S Dg(X)) = tr /|| X|? — 2X TSX/|| X ||*. Hence, with ¢ = t,

t 2XTSX 1
E|l§ — 2:t—2tE[ _ PR <t t(t—40E
5=l xPE e T B s

1112

using X " SX < /|| X||2. For t > 4¢ the bracket is nonnegative, and Jensen’s inequality, E[| X|=2 > (||a||*> + ¢)7},
gives E||0 — a||? < t(||a||* + 4£)/(||a||*> + t), which is at most the stated bound. [J

Since M — U T MYV is an isometry in the Frobenius norm, the risk of 6 is the sum of the block risks. With
Sy =3p/B, 7 = tr Xy and pp = Amax(Zp), for any set A of blocks,

B) <> llay)? + (Zn+4zpb)

bg A beEA

s0, in the idealized setting and for known block norms ||as||?, a budget B > (3", 46 +4 >, m)/ (e =2 bgA llas?)
guarantees risk at most e when its denominator is positive. For ||f|| > 0, the expected recovered fraction of the
pooled target is then at least 1 — e/[|f]|?>. The block norms are properties of the dependence that only paired cells
reveal (Supplementary Note 7). The leading budget term depends on the noise of the signal-bearing blocks, with
the remainder 4 ), p, accounting for all blocks. A single block of all pg coefficients instead retains the noise of
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every coordinate. Bases estimated from the paired cells are not independent of their noise, so the bound does not
apply to them, and random blocks do not concentrate the dependence. The condition 7, > 4p, does not depend
on B; the smallest median effective dimension fbfgl over blocks, budgets and screens was 4.2. With spherical
noise, truncating the factor at zero always lowers the risk[2]. Related results on shrinkage under general quadratic
loss and non-spherical noise are refs. 7, 28.

Scope and numerical check. The implemented bases and blocks meet the fixed-basis conditions of Proposi-
tion S6: U and V' come from pool cells disjoint from the reservoir. Its Gaussian and known-noise assumptions
do not describe the implementation. The block means average non-Gaussian per-cell products, the trace t; is
estimated from those products and the factor is truncated at zero. Proposition S9 (Supplementary Note 7) bounds
the implemented rule for independent product vectors without Gaussian assumptions. Centring on estimated
unpaired means adds the outer product of the RNA and protein mean errors to the target cross-covariance; each
mean error is of order n=/2 for n independent unpaired cells from a population with finite covariance. In a
numerical comparison with the idealized bound, each reservoir was treated as the population (OverCITE-seq,
457 cells; Frangieh, 21,171; Papalexi, 2,256), so that 6, 7, and p, were its exact moments, with bases from the
pool as in the estimator and 200 draws with replacement at each budget from 25 to 800 cells (OverCITE-seq, to
400). At every budget in all three data sets, the mean squared error of the implemented estimator was below
the idealized bound, by factors of 1.3 to 3.3, and below that of the idealized rule, and every block had 7, > 4p,
(smallest ratio, 4.4), apart from the Papalexi blocks formed with the protein direction that centred log-ratios leave
without variance, whose signal and noise are zero. This numerical comparison does not extend Proposition S6 to
the implementation. The savings over other methods are measured empirically; Proposition S8 below gives a
matching lower bound in a Gaussian-sequence model.

Condition map

Proposition S7 (Condition map under a shared channel). Let latent RNA z, measured RNA x = z 4+ ¢ and
protein y = Wz + e have W shared by all conditions. Within each condition, let € be independent of (z,y) and
e independent of z. Write Cov.(z) = X, and let ¥ =) w.X. be the positive-definite pooled within-condition
covariance, with fized weights w. > 0 summing to one. Then Cov.(z,y) = W T, the corresponding pooled
cross-covariance is C = w. Cov.(z,y) = W, and Cov.(z,y) = Z.571C.

Proof. Cov.(z,y) = Cove(z, Wz +e) = L. W, and likewise for the pooled covariance; eliminating W' = $~1C
gives the map. O

Measured covariances would give ¥, % 1 with measurement noise on both diagonals, which is why the map
uses latent covariances.

Error of the mapped estimate. Given the unpAaired cells, the implemented map is a fixed linear operator on
p X g matrices, G.(M) = 1G MDy L with D '@, of size p x p and D;}: of size q x ¢, and it does not depend
on the paired cells. For the target 6. of condltlon ¢, Minkowski’s inequality and ||AM B|| < || Allopl|M ||| Bllop give

~ 1/2 A—1 A N
(EIGe(8) = 01)"* < 1D Gellop D5 Hlop B(B)2 + [1Ge(6) — 6c

where R(B) = E||§ — 6]|? is the risk of the pooled estimate. The first term carries whatever bound holds for R(B).
The second is the error of the map itself; it does not depend on B, and the inequality does not control it. It would
vanish for the exact map of Proposition S7, 3, .¥; 1 with exact latent covariances and exact scaling, under that
proposition’s assumptions. The implemented map is not that map: it inverts only & = 120 leading directions and
is the identity on the rest, it is shrunk towards the identity by s., and it rescales latent correlations by ratios of
measured standard deviations. Even with its inputs known exactly (s. = 1) and unit scaling, under Proposition S7
its error is (G. — ¥, .2, 1) = (Z, — EZVC)P,kWT, with P_; the projection on the pooled eigendirections beyond
the leading k. It is nonzero whenever the condition changes the latent covariance on directions beyond the
leading k that the channel W uses, and further error arises when latent and measured standard deviations change
differently between conditions. The development comparisons measure the net effect of the map (it added 3.5
percentage points at 100 paired cells in Frangieh).

Near-optimality in an idealized model

Proposition S8 (Near-optimality over dependence with given block norms, Gaussian-sequence model). In
the setting of Proposition S6, let the noise of the block means be spherical and independent across blocks,
Sy = (1p/(dyB))1a, for a block of d, > 4 coefficients, and let P(r) be the priors on 0 with E||ay||*> < r? in every
block. Then

) B
inf sup E,E|6—0|> /B g ,
0 TFEPI()T‘) H H Z +Tb/B ( )
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with a summand defined as zero when rg =7, =0, and the infimum taken over all estimators in this Gaussian-
sequence experiment. Block James-Stein, which does not know v, attains sup,cp( E-E|l§ — 6]> < R*(B) +

421) Tb/(de).

Proof. Blocks with 72 = 7, = 0 have zero signal and noise almost surely; set ¢, = 0 and omit them from the
following calculation. Lower bound: under the prior 7* with independent a;, ~ N (0, (r?/d,)I), which belongs to
P(r), no estimator has smaller Bayes risk than the posterior mean, whose risk is >, dy vy /(vp + o) = R*(B)
with v, = 72/d, and o7 = 7,/(dpB). Attainment: the linear rule ¢, X, with ¢, = r#/(r? + 7,/B) has risk
(1 — ¢p)?El|lap||? + ¢,/ B < R* block by block under every prior in P(r), so the infimum equals R*(B). James—
Stein: here ¢, = 7,/B and ¢, = 7,/(dyB), so t, > 44, and Proposition S6 bounds its risk at every 6 by
>y lasl|?te/(llas]|® + ty) + 44y; the first term is concave and increasing in [ay||?, so by Jensen’s inequality its
expectation under any prior in P(r) is at most R*(B). O

Two consequences follow in this idealized model. First, over dependence matrices with given block norms,
the paired cells that any estimator needs to guarantee a risk e are at least the B solving R*(B) = e, and block
James-Stein needs at most the B solving R*(B)+4 ), 7,/(dyB) = e. Given the block norms, the block structure
of the unpaired bases therefore fixes the paired budget up to a term that shrinks with block size; the block
norms themselves are not revealed by unpaired cells (Supplementary Note 7). Second, if the same dependence is
described by a single block, the minimal budget to halve the risk of estimating zero is 7/A4, with A =", ||a,||?
and 7 = >, 7. With the block structure, it is the B solving R*(B) = A/2. Their ratio is the saving predicted by
the structural law tested in Supplementary Note 6. The model has spherical noise within blocks, which per-cell
products approximate, and the comparison is among estimators given the unpaired bases and the block norms;
estimators that exploit other structure, such as low rank across blocks, lie outside it.

Development comparison

Both screens had been opened by the analyses of Supplementary Notes 9 and 10 and served as development data.
Evaluation groups and endpoint were those of those notes: the noise-unbiased recovered fraction of within-group
cross-correlation in held-out target groups (Frangieh, 141 groups from 51 targets; Papalexi, 55 groups, each target
held out in turn), and the uncorrected relative squared loss. Budgets were 50 to 3,200 paired cells (Frangieh, 10
draws) and 50 to 1,600 (Papalexi, 4 draws per fold); every arm used the same paired cells in a draw and the same
unpaired pool. Comparators, each pooled, refitted per condition and with the proposed map, were James—Stein
shrinkage in marker coordinates, SCOSE and FCOSEI[30, 33|, cross-validated low rank, SemiCCA[22] (the paired
cross-covariance projected on SemiCCA subspaces fitted to paired and unpaired cells, trade-off and rank by
cross-validation) and ridge regression of protein on RNA with a paired or unpaired Gram matrix. Champollion[35]
was fitted on the paired cells with its default entropic regularization and 2,000 iterations, with lasso weight ¢/ VB
and c¢ chosen for each budget from {1,1.5,2.25} on the evaluation groups themselves, a choice that favours it; it
transported between the unpaired RNA and protein cells of each condition’s pool (up to 2,000 of each), and the
cross-correlation of the transport plan was its estimate (budgets 50 to 800; Frangieh, 3 draws; Papalexi, 7 folds, 2
draws). The paired cells needed to reach a target were read from the running maximum of each budget curve by
log-linear interpolation between the two budgets that bracket the target, so they are interpolated values rather
than budgets that were run. Intervals came from 1,000 bootstrap resamples of held-out targets (Frangieh, 51;
Papalexi, 21), the independent units of these intervals. Draws of paired cells were averaged within each budget
and are not replicates. Each screen comes from one cell source, patient-derived melanoma cells in Frangieh and
the THP-1 monocytic line in Papalexi, so neither replicates across donors; Supplementary Note 6 holds out donors,
mice and neuron types.

The two-sided eigenbasis was chosen during development: relative to blocks holding all protein coordinates,
splitting the protein coordinates by the unpaired protein eigenbasis raised recovery at 100 paired cells from 39%
to 48% in Frangieh and left Papalexi unchanged by construction, because the centred log-ratios of its four proteins
span three dimensions, which form a single protein block. Other variants examined in development and not
adopted were one block per protein, a lasso regression with the unpaired Gram matrix, a Stein-unbiased choice of
a smooth spectral profile, and an average of block shrinkage and ridge regression.

External test

The protocol was registered before any statistic of held-out cells other than cell counts had been computed.
OverCITE-seq[24] profiles primary human CD8T T cells, each transduced with one open reading frame (ORF)
and cultured with IL-2 alone or with CD3/CD28 activation, for RNA and 14 surface proteins. Every third ORF
in a fixed pseudo-random order was held out with all its cells (11 ORFs, 908 cells). Features were the genes
encoding the proteins targeted by the antibodies and the most variable genes of the training cells (200 genes,
ORF transgenes excluded). Arms, budgets (25 to 400 paired cells, 20 draws) and comparators were those of the
development comparison, with Champollion’s lasso weight chosen per budget on the training ORFs alone. The
endpoint was the recovered fraction of within-condition cross-correlation among held-out ORF's, each cell centred
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on its ORF-by-condition mean and pooled within condition, because held-out groups were small. The accuracy
target, a recovered fraction of 0.3, was fixed from a pilot on training ORFs. Hypotheses compared the paired
cells the proposed estimator needed with those of paired-only estimation (H1, primary) and SemiCCA (H2), each
requiring a 95% bootstrap lower bound of the ratio above one, and required non-inferiority to Champollion (H3:
lower bound above 0.8, that is, at most 1.25 times Champollion’s paired cells), with 2,000 resamples of held-out
ORFs; comparisons with every comparator in its original form or with the map were reported without a claim,
and a comparison was decided only if the proposed curve reached the target within 400 cells. As in development,
the paired cells a method needed were interpolated log-linearly on the running maximum of its budget curve
between the two budgets bracketing the target. The 11 held-out ORF's are the independent units of the bootstrap;
the 20 draws of paired cells at each budget were averaged and are not replicates. The deposited data do not
identify donors, so this test replicates across perturbations, not across donors.

Development results

Supplementary Table 17 gives recovered fractions at every budget. In Frangieh, the proposed estimator exceeded
the best comparator at every budget, including comparators with the proposed map (difference at 100 paired cells,
16 percentage points; 95% CI, 15 to 17), and reached recovered fractions of 0.3 to 0.6 with 4.4 to 5.9 times fewer
paired cells than paired-only estimation (to 0.4: 59 against 347 cells; factor 5.9, 5.3-6.5), 1.9 to 2.9 times fewer
than the other comparators in their original forms and 1.8 to 2.4 times fewer than any comparator with the map.
In Papalexi, it needed 1.9 to 2.5 times fewer paired cells than paired-only estimation (to 0.4: factor 2.1, 1.7-2.6)
and 1.14 to 1.3 times fewer than the other comparators in their original forms, with intervals that included one at
some targets; reference regression given the proposed map matched the proposed estimator from 200 to 800 paired
cells and exceeded it at 1,600, and at 100 paired cells the proposed estimator was ahead by 4.6 percentage points
(95% CI, —2.2 to 11). In Frangieh, Champollion recovered 40% at 100 paired cells against 48% for the proposed
estimator, and the proposed estimator needed 1.4 to 1.7 times fewer paired cells to reach recovered fractions of
0.3 to 0.6 (lowest 95% bound, 1.4). In Papalexi (7 held-out targets, 21 groups), Champollion recovered 41% at
100 paired cells against 29% for the proposed estimator, so it reached recovered fractions of 0.3 and 0.4 with fewer
paired cells (ratios 0.55 and 0.69; 95% CI, 0.35-0.79 and 0.35-1.00), and the two were similar at 0.5 and 0.6 (0.91
and 0.97). Champollion’s lasso weight was chosen per budget on the evaluation groups, which favours it. Its
uncorrected relative loss was the lowest of all arms at every budget in Frangieh. All training cells, used as paired
cells, recovered 97% (Frangieh) and 81% (Papalexi); the remainder is dependence specific to the held-out targets.

External results

The plan and code were registered, predictions of every arm were computed from training cells and recorded
before the held-out files were opened, and scoring followed. The reservoir held 457 paired cells from 28 training
populations; the maps’ split-half reliabilities were 0.49 in both conditions. Supplementary Table 18 gives the
results. The running maximum of the proposed estimator’s curve crossed a recovered fraction of 0.3 between 50
paired cells (23%) and 100 (36%), at an interpolated 73 cells; that of paired-only estimation crossed it between 200
(20%) and 400 (32%), at an interpolated 357. Paired-only estimation thus needed 357 (ratio 4.9; 95% CI, 3.2-6.0;
H1 met), SemiCCA 122 (1.7; 1.3-2.0; H2 met) and Champollion 131 (1.8; 1.2-2.2; H3, non-inferiority, met). At
the secondary targets, the ratios against paired-only estimation, SemiCCA and Champollion were 4.4, 1.4 and 1.9
at 0.2 and 1.5 for Champollion at 0.4, where paired-only estimation did not reach the target within 400 cells
(ratio at least 3.1). The estimator’s uncorrected relative loss was the lowest of all arms from 50 paired cells on.

Scoring correction. The registered plan names the two-sided estimator as the proposed estimator, and no line
of it names the one-sided variant. Its predictions for every budget, draw and condition (200 arrays) were recorded
before any held-out file was opened, and recomputing them from the training data with the registered code
reproduced them exactly (largest absolute difference, 0). The registered scoring code, however, set the proposed
arm to the one-sided variant, a line left from its draft. This was noticed after the held-out files had been opened,
and the unchanged scoring function was then applied to the plan’s arm; both outputs are kept. The one-sided
arm needed 101 paired cells, with ratios 3.5 (2.6-4.1), 1.2 (1.09-1.3) and 1.3 (0.96-1.5), so it also met all three
hypotheses (Supplementary Table 19). The correction rests on the provenance above, not on this agreement.
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Supplementary Table 17: Recovered fraction (%) of within-group cross-correlation in development, by
number of paired cells. Proposed, two-sided block shrinkage with the condition map; ablations change one
component; comparator rows give the best of the listed fits at each budget (paired only: James—Stein, SCOSE,
FCOSE and low rank, pooled or per condition; SemiCCA and reference regression: pooled or per condition);
“Lasso weight chosen per budget on the evaluation groups; Frangieh, 2 draws; Papalexi, 7 of the held-out targets
(21 groups), 1 draw. Other rows: Frangieh, 141 groups, 10 draws; Papalexi, 55 groups, 4 draws.

Paired cells 50 100 200 400 800 1,600 3,200
Frangieh (melanoma)

Proposed (two-sided, mapped) 37 48 63 72 79 84 87
Two-sided, pooled 35 45 57 65 71 75 7
Two-sided, per condition —-9.0 26 45 62 73 80 85
One-sided (RNA eigenbasis), mapped 27 39 57 69 77 83 87
Bases from the paired cells —8.1 11 35 53 65 72 76
Marker coordinates, random blocks 7.1 15 28 43 56 66 73
Map from measured RNA covariance 30 43 61 70 76 80 83
500 unpaired cells per assay 32 42 54 64 70 75 78
2,000 unpaired cells per assay 34 45 59 68 74 79 82
Paired only (best of four) 9.1 16 28 43 58 67 74
SemiCCA 16 31 45 53 66 70 79
Reference regression 14 27 43 57 66 72 82
Any comparator with the map 17 32 47 62 71 79 84
Champollion® 19 40 54 70 - - -
Papalexi (monocyte)

Proposed (two-sided, mapped) 16 37 55 67 73 78 -
Two-sided, pooled 18 36 53 63 69 73 -
Two-sided, per condition —17 14 34 52 65 74 -
One-sided (RNA eigenbasis), mapped 16 37 55 67 73 78 -
Bases from the paired cells —4.9 16 42 57 66 72 -
Marker coordinates, random blocks 4.8 19 36 51 62 70 -
Map from measured RNA covariance 13 34 52 65 70 74 -
500 unpaired cells per assay 15 35 52 63 70 75 —
2,000 unpaired cells per assay 17 37 55 67 73 s -
Paired only (best of four) 9.3 21 37 51 64 71 -
SemiCCA 20 28 43 53 56 64 -
Reference regression 21 31 52 62 69 76 -
Any comparator with the map 21 32 55 67 73 79 -
Champollion® 28 41 53 63 - - -

Supplementary Table 18: External test: recovered fraction (%) by number of paired cells, uncorrected
relative loss, paired cells needed to reach a recovered fraction of 0.3 and prespecified comparisons.
Recovered fraction (%) of within-condition gene—protein cross-correlation among 11 held-out ORFs (908 cells),
averaged over 20 draws of paired cells from a reservoir of 457, and uncorrected relative squared loss (independence,
1). Below, the paired cells each method needed to reach the prespecified target, interpolated log-linearly between
the bracketing budgets on the running maximum of its curve, and their ratio to the proposed estimator’s, with
95% intervals from 2,000 bootstrap resamples of the held-out ORFs; H1 and H2 required a lower bound above one
and H3, a non-inferiority test, above 0.8. *Best at each budget of James—Stein shrinkage, SCOSE, FCOSE and
cross-validated low rank, pooled or per condition. *Better of pooled and per-condition fits (reference regression:
paired or unpaired Gram matrix).

Recovered (%) at paired cells Loss

Estimator 25 50 100 200 400 100 400
Proposed 5.2 23 36 47 57 0.800 0.685
Paired cells only® 26 5.7 12 20 32 0.933 0.823
SemiCCA® 12 16 27 38 47 0.851 0.741
Champollion 09 86 23 41 54 0.874 0.698
Reference regression® 12 17 27 35 47 0.850 0.738
Any comparator with the map 12 18 28 39 50 0.845 0.724
Paired cells to reach a recovered fraction of 0.3 (proposed: 73)

Comparison Cells Ratlo (95% CI) Verdict
H1: paired cells only 357 9 (3.2-6.0) met
H2: SemiCCA 122 7 (1.3-2.0) met
H3: Champollion (non-inferiority) 131 1 8 (1.2-2.2) met
Every comparator, original form 115 1.6 (1.12-1.9) -
Every comparator, with or without map 111 1.5 (1.11-1.8) -
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Supplementary Table 19: External test: the arm named in the registered plan and the arm named in
the registered scoring code. Paired cells needed to reach a recovered fraction of 0.3, interpolated as in the
main analysis, and ratios of each comparator’s paired cells to the arm’s, with 95% intervals from 2,000 resamples
of held-out ORFs. H1 (against paired-only estimation) and H2 (against SemiCCA) required lower bounds above
one, and H3 (against Champollion) a lower bound above 0.8. The main text reports the plan’s arm.

Arm (named by) Paired cells  Paired only SemiCCA Champollion H1-H3
Two-sided blocks (registered plan) 73 4.9 (3.2-6.0) 1.7 (1.3-2.0) 1.8 (1.2-2.2) met
One-sided blocks (registered scoring code) 101 3.5 (2.6-4.1) 1.2 (1.09-1.3) 1.3 (0.96-1.5) met
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Supplementary Note 6. The benchmark: tissues, pairs of modalities and nervous
systems

This note gives the protocol and complete results of the benchmark, which tested whether the saving of the
estimator holds when independent replication units are held out, across tissues, species, modality pairs and
nervous systems, and whether its size follows from how the dependence is concentrated in the blocks along the
unpaired axes. The plan, the code and the extracted data files were registered before the estimators were run on
any of these data sets and before any statistic of held-out cells had been computed.

Data sets

Nine data sets were analysed (Supplementary Table 20). Four pair RNA with surface proteins: peripheral blood
from 8 donors[15], peripheral blood from 118 patients with COVID-19 or controls[41], bone marrow from 9 donors
and colon from 12 patients[29]. One pairs RNA with chromatin accessibility (bone-marrow multiome, 10 donors).
Two pair the transcriptome of a neuron with its electrophysiological features, measured in the same cell by
Patch-seq: mouse motor cortex[36] (263 mice) and mouse visual-cortex interneurons[14, 12] (362 recording days;
expression was available only as log counts per million, so the latent correlation equalled the measured one). Two
pair the wiring of the same neurons in two parts of the fly central nervous system: for every descending and
ascending neuron, the synapse counts with partner groups in the brain (X) and in the nerve cord (Y), in a female
brain-and-nerve-cord connectome[3] (BANC; 913 cell types) and a male central-nervous-system connectome|5]
(1,010 cell types). Partner groups were the super class with the hemilineage, or the cell class where no hemilineage
was annotated, with inputs and outputs counted separately. Brain-side partners had their soma in the brain and
nerve-cord-side partners in the nerve cord; partners that cross the neck and non-neuronal profiles were excluded,
and neurons needed at least 50 synapses on each side. Droplet data were capped at 600 (COVID-19) or 3,000
cells per sample. Extraction used cell counts and detection rates of one modality at a time and no statistic of
dependence between modalities. The blood, bone-marrow and colon data had been used in other analyses of this
study but not for semi-paired estimation.

Design

Replication units were donors, patients, mice, recording days or neuron types. Every unit was held out in exactly
one of three folds (units in a fixed pseudo-random order, the i-th in fold ¢ mod 3), and in each fold the cells
of the other units were training cells. As in development, a fixed pseudo-random rule put 25% of training cells
in a reservoir of paired cells, and the others formed an unpaired pool, each contributing X or Y by a second
pseudo-random draw. Features were chosen from each fold’s training cells: 200 X features by the binned-dispersion
rule of the external test, surface proteins detected in at least 1% of cells (at most 200, centred log-ratios), 200
accessible peaks or nerve-cord partner groups by the same dispersion rule, and every electrophysiological feature.
Cells were centred within sample and condition in droplet data, and within condition across units in Patch-seq
and connectome data, in which each unit contributes few cells. Conditions were cell types, transcriptomic families
or subclasses, and descending or ascending neurons.

The arms were the proposed estimator, unchanged; the self-tuning variant chosen in development (below);
James—Stein shrinkage in marker coordinates, SCOSE, FCOSE and cross-validated low rank (paired cells only),
SemiCCA and reference ridge regression, each pooled, refitted per condition and with the proposed map; the
proposed shrinkage in bases estimated from the paired cells; and all training cells used as paired cells. Budgets
were 25 to 800 paired cells, up to the size of each fold’s reservoir, with five draws per budget and fold, and every
arm received the same paired cells and the same unpaired pool. Champollion was not included because of its cost
(about 9 s per fit). The endpoint was the noise-unbiased recovered fraction of within-population cross-correlation
pooled within condition over held-out units and summed over folds and conditions, as in the external test. Because
the dependence that can be recovered differs between data sets, targets were set relative to the recovered fraction
with every training cell paired: half of it (primary), a quarter and three quarters. Paired cells needed were
interpolated as before, and a curve that never reached a target counted as needing the largest budget. Intervals
came from 2,000 bootstrap resamples of units, recomputing the targets and the reference. Predictions of every
data set were recorded before its held-out statistics were computed.

Hypotheses

G1 (primary) required the geometric mean over the nine data sets of the saving against the paired-only envelope,
at the primary target, to have a 95% lower bound above one, the interval combining the r-th bootstrap resample
of every data set; G2 required the same against SemiCCA. G3 compared the self-tuning variant with the fixed
estimator (geometric mean of the ratio of paired cells needed, two-sided, without a threshold). G4 tested a
structural law: across the nine data sets and the three earlier ones, the saving predicted from the concentration of
dependence in the blocks along the unpaired axes, computed from training cells only (the paired reservoir, which
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gives the signal in each block, and the unpaired pool; never held-out cells), should be positively rank-correlated
with the observed saving (one-sided permutation test, 10,000 permutations, P < 0.05).

Predicted saving. With the fold-0 reservoir of N paired training cells as the population, the mean per-cell
product in the unpaired two-sided eigenbasis gives, for each block b, a signal ai = max(||6||> — 7,/N, 0), where
T is the trace of the covariance of the per-cell products. The risk of the oracle linear shrinkage of each block,
>, aimy/(Ba? + 1), and that of a single block of all coefficients, A7/(BA + 1) with A=Y, a? and 7= >, 70,
fall to half of A at budgets Bpiocks and Bsingle = 7/A. The predicted saving is Bgingle/Bblocks- It is large when
the dependence lies in a few blocks whose share of the per-cell noise is small, the condition of Proposition S6’s
corollary. For the three earlier data sets the reservoirs of the bound check were used, and their observed savings
were read at half their reference’s recovered fraction from their stored curves.

Amendments

The prespecified targets were fractions of what an unshrunk estimator using every training cell as a paired cell
recovered. After three data sets had been scored, this reference turned out to be dominated by noise in conditions
with few cells. Its squared norm swamped the noise-unbiased denominator, so its recovered fraction was strongly
negative (COVID-19 blood —1042%, colon —237%) even though it recovered 42-87% in the large conditions. The
targets were then negative, every curve began above them, and the savings equalled one by construction. The
same happened later in motor-cortex Patch-seq (—274%) and bone-marrow multiome (—148%). In blood from 8
donors the reference recovered 70%, and neither the proposed estimator nor the paired-only envelope reached half
of it within 800 paired cells, so that saving was also one. Before the other six data sets were scored, we therefore
recorded an amendment. It set targets at fractions (0.5 primary, 0.25 and 0.75) of the largest recovered fraction
that any method reached at any budget, recomputed in every bootstrap resample, and left the savings, censoring,
intervals and hypotheses otherwise unchanged (G1'-G4’). After the fourth data set had been scored, a second
amendment declared a data set not informative for savings if the bootstrap lower bound of that level was not
above zero, that is, if no method recovered dependence in held-out units; geometric means are reported with and
without this rule. The complete amended rule, targets and exclusion together, therefore preceded the scoring of
five of the nine data sets. COVID-19 blood, colon and blood from 8 donors were scored before either amendment,
and motor-cortex Patch-seq between them; the exclusion removed only motor-cortex Patch-seq, and the other five
data sets and the secondary analysis were scored under the complete amended rule. The recorded reference values
were later corrected by an erratum; they had been quoted 100 times too small. Both analyses are reported. The
amended savings were computed from the same recorded predictions by code that first reproduces every saving of
the prespecified rule exactly.

Self-tuning variant

The fixed estimator uses one block partition and one James—Stein factor per block for every data set. Before
the benchmark, three self-tuning variants were compared on the two development screens under a rule written
before they were run: a block partition chosen among 42 candidates by Stein’s unbiased risk estimate (SURE);
preconditioned shrinkage, in which every coefficient of a block is shrunk by 72/(7% + s;), with s; its own noise
variance and 72 = max{0, (||m|? —t)/d} for a block of d coefficients with mean m and noise trace ¢; and both
combined, choosing per block the rule with the smaller SURE. With equal noise variances the preconditioned rule
equals the fixed estimator’s factor 1 —t/||m||?, so it differs only in weighting each coefficient by its own noise.
Its SURE, exact for Gaussian block means including the dependence of 72 on m, is > b3m3 + 2 >.si(1=1bj)+
(4/d) >, m;js;(Sm); /(% + sj)? —t with b; = s;/(72 + s;); a synthetic check gave mean SURE 2.51 against a
mean loss of 2.53. Averaged over budgets, the preconditioned variant recovered 61.9% against 60.8% for the fixed
estimator in the two screens (at 50 paired cells, 41% against 37% in the melanoma screen and 19% against 16% in
the monocyte screen), whereas choosing the partition by SURE lost recovery at small budgets (57.4%), where
SURE is noisy and selection among many partitions overfits. The preconditioned variant was therefore fixed as
the benchmark’s self-tuning arm.

Results

Supplementary Table 20 gives, for every data set, the best recovery that any method reached and the method
that reached it, the paired cells that the proposed estimator and the paired-only envelope needed to reach half
of it, and the savings against paired-only estimation and against SemiCCA, together with the saving under the
prespecified rule. Across the eight informative data sets the geometric-mean saving was 2.9 against paired-only
estimation (95% CI, 2.3-3.0; G1’ met) and 2.3 against SemiCCA (1.8-2.4; G2’ met). Counting every data set with
its censored saving, it was 2.2 (1.8-2.8) and 2.1 (1.6-2.2). At a quarter and at three quarters of the best recovery,
the savings against paired-only estimation were 2.9 (2.2-3.1) and 1.9 (1.7-2.0). Against every comparator in its
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original form, including reference regression and SemiCCA refitted per condition, the geometric-mean saving
was 1.4 (1.10-1.4). Under the prespecified rule, G1 was met (1.5; 1.4-1.6) and G2 met (1.3; 1.05-1.4); five of its
nine savings were exactly one, because the targets were below every curve (four data sets) or above the proposed
and comparator curves (blood, 8 donors). These values of one encode unresolved comparisons, neither measured
savings nor lower bounds on them, so the prespecified geometric means show only that the stated criterion was
met. The self-tuning variant needed more paired cells than the fixed estimator (ratio of fixed to self-tuned cells,
0.58; 0.55-0.69; G3'). The structural law was not met with the prespecified savings (p = —0.09, P = 0.627; G4)
and not met with the amended ones (Spearman p = 0.42 over 11 data sets, one-sided P = 0.104; G4’). Six of the
eleven amended savings were censored. A post hoc concordance analysis, which counts only pairs whose order is
known when the smaller saving is exact, gave Harrell’s[16] C' = 0.92 over 24 pairs (permutation P = 0.008). In
the five data sets with exact savings, the rank correlation was 0.90 and the observed saving was 0.6-1.3 times the
predicted one. This analysis is exploratory.

The prespecified secondary analysis with unpaired neurons of other animals is reported, with its post hoc
reanalysis, in Supplementary Note 3.

Supplementary Table 20: Benchmark. Best: the largest recovered fraction of within-condition dependence in
held-out units that any method reached within the budgets (25 to 800 paired cells, up to each fold’s reservoir),
and the method that reached it. Paired cells to half of best: interpolated on each curve’s running maximum; >,
not reached within the largest budget, so the saving is a lower bound (>); <, reached at the smallest budget, so
the saving is again a lower bound (male fly connectome). Savings: cells the comparator envelope needs divided by
cells the proposed estimator needs, with 95% intervals from 2,000 bootstrap resamples of held-out units. n.e., not
estimable (no method recovered dependence). Prespecified rule: the saving at half the recovered fraction of the
unshrunk fully paired reference (Supplementary Note 6).

Data set Cells Best (%) Reached by Paired cells to half of best Saving vs Saving vs Prespecified

Proposed Paired only  paired only SemiCCA rule

RNA-protein

Blood (8 donors) 72,000 35  ref. regr. + map 408 >800 >2.0 (1.00-2.1) >2.0 (1.00-2.1) 1.00
Blood, COVID-19 (118 patients) 70,800 13 ref. regression 390 >800 >2.0 (1.00-2.6) 1.02 (0.53-1.3) 1.00
Bone marrow (9 donors) 36,000 46  proposed 168 >800 >4.7 (1.00-6.0) 3.7 (1.00-4.6) 2.5

Colon (12 patients) 15,953 25  proposed 126 >800 >6.4 (3.3-7.7) >6.4 (1.9-7.7) 1.00
RNA-chromatin

Bone marrow multiome (10 donors) 36,450 25  proposed 285 >800 >2.8 (1.7-3.0) >2.8 (1.7-3.0) 1.00
RNA-electrophysiology (Patch-seq)

Motor cortex (263 mice) 1,203 0.0 none (low rank predicts zero) - - n.e. n.e. 1.00
Visual cortex (362 days) 3,395 42 ref. regression 157 219 1.4 (1.2-1.6) 1.3 (1.10-1.5) 1.4

Brain—nerve-cord wiring (connectomes)

Fly CNS, female (913 types) 2,487 68  proposed 25 90 3.6 (3.1-3.8) 2.3 (2.0-2.4) 3.7

Fly CNS, male (1,010 types) 3,009 69  ref. regr. + map <25 73 2.9 (2.6-3.1) 1.9 (1.7-2.1) 3.1

The saving in every test data set. The main text summarizes the saving over paired-only estimation by its
geometric mean over the test data sets in which dependence was recovered: the external test at its prespecified
target and the nine benchmark data sets at the amended primary target. Supplementary Table 21 gives, for each
data set, the target and the saving that enter this summary, whether the saving is a lower bound, and the target
and saving under the benchmark’s original plan. The summary was computed after all tests had been scored,
combines targets that differ between data sets and includes lower bounds; it describes the tested data sets.
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Supplementary Table 21: Saving of paired cells in every test data set. Saving: paired cells needed by
paired-only estimation (the best at each budget of James—Stein shrinkage, SCOSE, FCOSE and cross-validated
low rank, pooled or per condition) divided by those needed by the estimator, with 95% intervals from resampling
held-out units; >, a curve did not cross the target within the budgets, so the saving is a lower bound. Rule of the
summary: 30% recovery in the external test (prespecified) and half of the best recovery that any method reached
in the benchmark (amended). Original plan: half of the recovered fraction of the unshrunk estimator with every
training cell paired; a negative target lies below every curve and an unreached one above both, and either gives a
saving of one by construction. The geometric means carry 95% intervals combining the r-th resample of every
data set.

Rule of the summary Original plan
Data set Units held out Target (%)  Saving (95% CI) Target (%)  Saving
T cells, ORF screen (external test) ORFs 30 4.9 (3.2-6.0) 30 4.9
Blood, 8 donors donors 17.7  >2.0 (1.0-2.1) 35.0 1 (neither reached)
Blood, COVID-19 patients 6.4 >2.0 (1.0-2.6) —521.2 1 (negative target)
Bone marrow donors 23.0 >4.7 (1.0-6.0) 329 >25
Colon patients 12.7  >6.4 (3.3-7.7) —118.6 1 (negative target)
Bone marrow multiome donors 12.5  >2.8 (1.7-3.0) —74.0 1 (negative target)
Motor cortex Patch-seq mice 0.0  no dependence recovered —136.9 1 (negative target)
Visual cortex Patch-seq recording days 20.8 1.4 (1.2-1.6) 215 1.4
Fly CNS, female neuron types 34.1 3.6 (3.1-3.8) 379 3.7
Fly CNS, male neuron types 34.3 >2.9 (2.6-3.1) 38.5 3.1
Geometric mean, nine test data sets with dependence recovered 3.1 (2.4-3.2)
Geometric mean, eight benchmark data sets with dependence recovered 2.9 (2.3-3.0)
Geometric mean, nine benchmark data sets, original plan (G1) 1.5 (1.4-1.6)

Supplementary Note 7. Predicting the saving: theory and a prospective test

Propositions S6 and S8 concern idealized estimators. This note bounds the rule that is implemented (Proposi-
tion S9), derives the saving of paired cells that the unpaired block structure buys (Proposition S10), and states
what unpaired cells can and cannot reveal about it (Proposition S11). It then gives the development and the
prespecified prospective test of the resulting law.

Setting

Everything is conditional on the unpaired pool, which fixes the bases U and V', the scaling, the population means
used for centring and the blocks. Paired cells are independent draws from the population. For a block b, the
product of an RNA eigen-block R, and a protein eigen-block C} with d;, coefficients, let z;;, be the coefficients of
cell i’s product #;7, in the block (& = U Tz, § =V Ty), and

~ Var |z, — 62

Op = Ezip, Xp=Covzip, 7p=1tr2p, €= Anax(Zs), ko 3

2 2
= ||6p||”.
Z Ty || b||

From B cells the implemented rule forms the block mean m, the unbiased estimate t, = >_, ||zi,—ms||?/{B(B—1)}
of tr Cov(my) = 7/B, and 6, = (1 — t;/||my||?)+ms; paired-only James-Stein is the same rule with one block of
all coefficients. For a fixed number ¢, E|cmp — 05| = ¢*1,/B + (1 — ¢)?r2 for any distribution with these first
two moments, and its minimum over c,

T%Tb

2
Ty B) = )
p(rb Ty ) B’I“g + Tb

is the oracle-linear risk. It depends on the block only through its signal 72 and its per-cell noise trace 7.

Proposition S9 (The implemented rule without Gaussian assumptions). If B > 2 and E||z;||* < oo, then

(36617 i 22/%7‘1,)1/2
B B? '

Proof. Drop b. Write s = 7/B, A = |m|? p=EA =7r?+ s and a* = 1 — s/u € [0,1); the rule a*m has
risk p. Because ¢ > 0, the implemented factor is ¢ = min{max(1 — t/A4,0),1} (a = 0 if A = 0), and 6 = am.
Minkowski’s inequality in L2 gives |(E[6 — 0]|2)/2 — p'/2| < (E[(a — a*)2A])"/2 =: AY/2. Clipping to [0,1]
is 1-Lipschitz and fixes a*, so |a — a*| < |[t/A — s/p| for A > 0 and |a — a*| < 1 always. On {4 > p/2},
(t/A— /1) A = {(t— )+ s(u— A)P/(Ap?) < A(t— )2 [+ 45 (A— ) /. On {A < /2}, (a—a* A < /2.
and Chebyshev’s inequality gives Pr(A < p/2) < 4Var(A)/u?. As Et = s, A < {4 Var(t) + 6 Var(A)}/u. With
€, = Z; — 9,

A 1/2
|®116, — 01°) "7 = o}, 73 B) 2 <

40720 4RO e(|le]|? —7)]  Var|e|?+2(B —1)trx? 1 /Var|e|? 2tr 12
Var(A) = 5t B2 + 53 , Var(t) = ?< 5T B(B - 1)>,
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the second being the variance of the unbiased trace of a sample covariance, a U-statistic of order two[17]. Using
0730 < ¢r?, tr¥? < L1, the Cauchy-Schwarz bound |E[§Te(|e[|? — 7)]| < (¢r%)' /227 and 4oy < 222 + 242,
Var(A) < 6r?/B + 201/B? + 3572 /B? and Var(t) < k72/B? + f7/B?. Hence 4 Var(t) + 6 Var(A) < 36/r?/B +
16¢7/B? 4 22k7% /B3, and dividing by u = r? + 7/B gives A < 36(/B + 22xk7/B%. O

Dividing the bound by the unshrunk root-noise scale \/7/B gives \/36/deg + 22/ B, where deg = 7/¢ is the
block’s effective dimension. Thus the absolute root-risk gap is small on this scale for blocks of many effective
dimensions and budgets large relative to x. This does not imply uniform relative accuracy against the oracle risk,
which vanishes at zero signal. The constant is not sharp; in 72 simulated cases with Gaussian, log-normal and
Poisson margins the gap never exceeded a tenth of the bound. With one block the statement covers paired-only
James—Stein. Given the pool, 6, includes the outer product of the errors of the unpaired means used for centring;
the root risks against 6, and the population cross-covariance differ by at most the norm of that outer product.

Proposition S10 (The saving is set by where dependence lies relative to where noise lies). With blocks, the oracle-
linear risk is Ry (B) = >, p(r, m; B); with one block of all coefficients it is Ry (B) = p(r?,7;B), r* = >, 12,
T =Y, 7. For a relative risk ¢ € (0,1) let Bk (g) and By(e) solve R (B) = er? and Ri(B) = er?, and let
S(e) = Bi(e)/Bk(e). Write wy, = 12 /r? for the dependence shares and m, = 7,/T for the noise shares, and assume
r2>0 and 7, > 0. Then:

(a) S(e) = (1—¢)/{eB(e)}, where B solves >, wymp/(Bwy +mp) = €; the saving depends on the dependence only
through w, and By = (7/r%)(1 —¢)/e.

(b) S(e) > 1, with equality, at any and then every e, if and only if w = 7.
(c) S(e) <1/ min{m, : wp > 0}, with equality when all dependence lies in one block.
(d) S(e) = 1/ X pw,s0 T as € =0, and S(e) = Y, wy /my =1+ x*(w || 7) ase — 1.

Proof. p(z,y; B) = zy/(Bx +y) = min.{c?y/B + (1 — ¢)?x} is a minimum of linear functions, hence jointly
concave, and it is positively homogeneous of degree one. (a) With B = B7/r?, p(rZ, m; B)/r* = wymp/(Bwp + )
and Ri(B)/r? = 1/(1 + B); the left side of the equation for 3 decreases strictly from 1 to 0. (b) Ry(B) =
min, > {c*n,/B + (1 — ¢)?r}} > 3, ming, {cin,/B + (1 — ¢)*r?} = Rk (B), with equality if and only if the
blockwise minimizers r2/(r? + 7,/ B) coincide, that is, w = 7. At B = By(¢), Rk < er? and Ry decreases in
B, so Bk < By, strictly unless w = m. (c¢) Let 7 = 7min{m, : wp > 0}. For wy, > 0, p(rZ, 7; B) > p(rZ,74; B),
and z + p(z,74; B) is concave and vanishes at zero, hence subadditive, so Ry (B) > p(r?,7,; B); R (B) < er?
then requires B > (14 /r?)(1 —¢)/e. (d) As e — 0, B — oo and the left side is 571 T+ O0(B72);as e — 1,
B—0anditisl— B>, w/m+O0(B?). O

wp>0

Proposition S11 (What unpaired cells reveal). For parts (a) and (b), centre each modality at its population
mean.

(a) If x and y are independent, with finite fourth moments, then
¥y = Cov(Zg,) ® Cov(¥c, ), 7y = tr Cov(Zg,) tr Cov(Jc, ).

Thus 1, and l, are functions of the two marginal distributions. If (x,y) is jointly Gaussian, T, is the
independence value plus rf, and r% s at most that independence value.

(b) Given two Gaussian marginals with positive-definite covariances and any w on the simplex, there are jointly
Gaussian laws with these marginals and dependence shares w for every sufficiently small r*> > 0. As r? — 0,
the limiting savings compatible with the unpaired data fill [1,1/ ming, 7], where m denotes the independence
noise shares, and By (e) = B(e)7/r? is unbounded.

(¢) For m > 2 independent paired observations, conditional on the unpaired pool as in the setting above, the raw
estimate 77 = ||my||* — tp, is unbiased and has variance

T 2
Var(?g) _ 46b Y0y n 2tr(2b)

m m(m—1)

For 7‘2 > 0, its relative standard deviation is at most

{Var(72)}1/2 40, 2y 1/2
< + .
- )7y

2 2
Ty mrg  m(m—1

Proof. (a) For population-centred Gaussian variables, Isserlis’ theorem[19] gives

Cov(Zrti, Ti i) = Cov(Tk, Trr) Cov (i, i)
+ COV(i’k, 371') COV(i’k/7 ?Jz)
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Summing the diagonal gives 7. Under independence the covariance factorizes for any centred distributions.
Summing the inequalities Cov(Z, §;)* < Var(#y) Var(g;) proves the bound on r7.

(b) In the eigenbases, with marginal covariances A and M, take unit-Frobenius matrices Ej, supported on the
blocks and © = ¢}, w;/zEb. The joint covariance is positive semidefinite when ||[A=1/20@M~1/2||,, < 1, which
holds for sufficiently small c. Its dependence shares are w, its squared signal is 72 = ¢2, and its noise shares tend
to their independence values by (a). At these limiting noise shares, the saving is a continuous function of w on the
simplex by Proposition S10(a). It equals 1 at w = 7 and 1/ min, 7, at the vertex of the least noisy block, so it
takes every intermediate value; Proposition S10(b,c) excludes values outside that interval. For fixed w, 8(g) > 0
and 7 tends to a positive value, so the required budget diverges as r? — 0.

(c) Drop b and write e; = z; — 0. The raw estimate is the U-statistic

" m(m— 1) p jZl i " " m 3 € m(m— 1) it €i €

Both terms have mean zero and are uncorrelated. The first has variance 40T X0 /m. In the second, only matching
unordered index pairs contribute to the variance, giving 2 tr(%?)/{m(m — 1)}. The relative bound follows from
0730 < ¢r? and tr(X?) < (7. O
Estimated centring means leave residual population means. Under independence, let these be a and ¢ in the
RNA and protein blocks, with marginal covariances A and D. For row-wise vectorization of their product, the
exact correction to part (a) is
YW =A®D+ (aa" ) @D+ A® (cc").

It follows by expanding each variable about its population mean. The additional terms vanish with exact centring;
the product-noise covariance with estimated centring remains a function of the two marginal distributions.

Unpaired profiles give the independence noise shares and hence bounds on the oracle saving. The saving
itself and the paired budget require the dependence shares, estimated from paired cells. Part (¢) quantifies the
precision of a pilot’s raw block signals. Its second variance term remains positive at zero signal and controls
precision for weak signals. For spherical product noise ¥, = 021, , achieving fixed relative precision in a weak
signal can require order o21/dj /Tg paired cells. All pilot cells count towards the study’s paired total. In the
implementation, negative raw signals are set to zero before totals and shares are formed; these positive-part
estimates and normalized shares are plug-in estimates, not unbiased ones.

Development

The benchmark’s structural test (G4, Supplementary Note 6) compared a predicted saving with the saving against
the paired-only envelope, in held-out units and for the mapped estimator. Proposition S10 concerns the saving of
block shrinkage in the unpaired bases over the same shrinkage without them, for the population’s own dependence.
After the benchmark had been scored, we measured that quantity in its nine data sets (post hoc): 25% of cells
were held out as truth cells, 30% formed a reservoir of paired cells and 45% an unpaired pool, and block and
single-block James—Stein were fitted to 20 draws of reservoir cells per budget and scored by the noise-unbiased
recovered fraction of the truth cells’” dependence. With block moments of the reservoir, the law of Proposition S10
was within 22% of the observed saving in all 14 problems with an estimable saving at a recovered fraction of 0.5
(median error 7%; savings 1.4 to 14.7, including panels of 50 and 800 genes), and a random orthonormal basis pair
gave no saving, as the law predicts. The dependence concentrated in the leading blocks: averaged over the eight
data sets with recoverable dependence, RNA eigen-coordinates 1-5 carried 73% of the signal and 1-20 carried
94%. It overpredicted at a recovered fraction of 0.3, which the proposed estimator reaches with 25-50 cells, where
its smallest blocks fall short of the oracle-linear risk. Development also fixed the pilot rule and a zero-pair signal
profile.

Prospective test: protocol

The plan, the code and the development records were registered before any of the ten data sets below was
extracted, the extracted files before any prediction, and all predictions of all data sets were recorded before any
statistic of truth cells was computed. Data sets: mouse spleen and lymph node CITE-seq with 111 and 206
antibodies[13]; human blood and MALT lymphoma CITE-seq with 14 antibodies (10x Genomics, via ref. 13);
human bone-marrow CITE-seq with 25 antibodies[42]; human fetal cortex multiome (RNA-chromatin)[44]; adult
mouse cortex SNARE-seq (RNA—chromatin)[8]; the optic-lobe and central-brain wiring of visual projection and
centrifugal neurons in the FlyWire[9, 37] and BANC|[3] connectomes; and human cortical GABAergic Patch-seq
(RNA—electrophysiology)[23]. The FlyWire and BANC files had been used before for other neurons. A problem
was a data set with an X panel of 100, 200 or 400 features chosen from unpaired pool cells (a panel identical
to a smaller one was dropped), giving 29 problems. Roles, estimand, estimators and scoring were those of
development. The pilot was the first min(200, 0.2N) of the N reservoir cells, and budgets were 25 x 2* up to
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min(12,800, N — pilot) with 20 draws. The observed saving was the ratio of cells needed by single-block and block
James—Stein, interpolated as elsewhere; it was estimable when both curves crossed the target within the budgets
from below. Predictions: the law with block moments of all reservoir cells (primary); the same from the pilot; a
zero-pair transfer that combined the development signal-share profile with the problem’s unpaired noise shares
(Proposition Slla); and the unpaired bound 1/ min;, 7,. Hypotheses at a recovered fraction of 0.5, evaluated if at
least 8 problems were estimable: H1, median |log,(observed/law)| < log, 1.25; H2, positive Spearman correlation
of law and observation (one-sided permutation P < 0.05); H3, median saving of the random-basis control in
[0.8,1.25]; H4, pilot median error below log, 1.5; H5, transfer median error below log, 1.5; H6, every estimable
saving within [0.8, 1.25/ min, 7). Two deviations were recorded before any prediction: the plan’s cell cap of 3,000
per population was dropped, because it would have discarded most cells of the single-population data sets, and a
file was renamed because its planned name clashed with that of a module the registered code uses.

Prospective test: results

Of the 29 problems, 10, from four data sets, had an estimable saving at the primary target (Supplementary
Table 22). In the three CITE-seq data sets without cell-type conditions, block James—Stein exceeded the target
with 25 paired cells, the smallest budget, because their pooled cross-covariance includes the differences between
cell types; in the two chromatin data sets and the small Patch-seq data set, at least one curve did not reach
it within the budgets. All six hypotheses were met: the law’s median error was 21% (H1; 95% interval from
resampling data sets, 11-29%), with 60% of problems within 25%; its rank correlation with the observed saving
was 0.98 (H2, P < 0.001); the random-basis control saved 1.00 (H3; law, 1.01); the pilot’s median error was 12%
(H4; 4-147%) and the zero-pair transfer’s 40% (H5; 31-45%, 10% of problems within 25%); and no observed
saving left the unpaired bounds (H6). The law overpredicted systematically: observed savings were a median 0.83
times the predicted ones. At a recovered fraction of 0.7 the law’s median error was 4% (five problems), and at 0.3
it was 74% (eight problems; observed /predicted 0.57).

Secondary analyses, prespecified without thresholds, locate the bias. The law predicted the cells that single-
block James—Stein needed at 0.5 closely (observed/predicted 1.04) but underpredicted those that block James—Stein
needed (1.23), the finite-sample shortfall of the smallest blocks that Proposition S9 allows. A bootstrap version
of the law, which resamples reservoir cells instead of assuming the oracle-linear risk, had median error 6% at
0.5 (observed/predicted 1.02), 8% at 0.7 and 33% at 0.3. Exploratory checks of the censored problems agreed
with the law in 34 of 37 comparisons of predicted cells with the censoring; the exceptions were two of the three
SNARE-seq panels and one Patch-seq panel. In the three SNARE-seq panels block James—Stein needed 783-1,357
cells where the law predicted 396-408, more than twice as many in two of them. Sparse chromatin counts have
heavy-tailed products, for which the kurtosis term of Proposition S9 is large.
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Supplementary Table 22: Prospective test of the saving law. Savings at a recovered fraction of 0.5 of each
population’s dependence: cells needed by single-block James—Stein divided by cells needed by block James—Stein
in the unpaired bases. Law: Proposition S10 with block moments of the reservoir; pilot: the same from the pilot
cells; no pairs: the development signal profile with unpaired noise shares; bound: 1/ min, 7, from unpaired cells.
n.e., not estimable (reason below each data set); >, single-block James—Stein did not reach the target. Cells: cells
of eligible populations in all roles.

Data set Pair Cells Panel Observed Law Pilot No pairs  Bound
Mouse spleen and lymph node, 111 proteins RNA-protein 14,577 100 5.38 6.76 7.57 7.41 92
200 8.33 9.70 8.77 12.09 151
400  11.57 14.55 13.40 18.85 233
Mouse spleen and lymph node, 206 proteins RNA-protein 13,617 100 7.06 10.03 17.44 9.23 145
200 11.43 14.72 29.64  15.03 235
400 >11.48 20.16  54.45  23.57 367
Human blood, 14 proteins RNA-protein 6,855 100 n.e. 2.39 2.46 1.26 21
200 n.e. 3.35 3.43 1.62 28
400 n.e. 4.88 5.06 2.19 37
n.e.: both above target at 25 cells
Human MALT lymphoma, 14 proteins RNA-protein 6,838 100 n.e. 4.99 4.68 2.07 24
200 n.e. 5.90 5.34 2.46 36
400 n.e. 8.10 7.17 3.37 48
n.e.: both above target at 25 cells
Human bone marrow, 25 proteins RNA-protein 33,454 100 n.e. 4.77 4.63 1.65 14
200 n.e. 6.89 6.64 2.29 23
400 n.e. 10.36  9.92 3.26 34
n.e.: both above target at 25 cells
Human fetal cortex, RNA—chromatin RNA-chromatin 8,357 100 n.e. 3.29 49.15  9.57 187
200 n.e. 4.46 17.14 12.81 240
400 n.e. 5.81 32.96 17.96 354
n.e.: target not reached
Mouse cortex, RNA—chromatin RNA-chromatin 10,309 100 >1.18 28.25 5.37 11.03 226
200 >1.54 40.71 2.36 17.52 362
400 >2.04 51.91 19.37 26.41 541
n.e.: patred-only not reached
Fly visual neurons, FlyWire wiring 7,101 100 1.87 2.34 2.17 1.57 56
200 2.49 2.93 2.71 1.85 22
302 3.09 3.48 3.17 2.13 24
Fly visual neurons, BANC wiring 4,350 100 3.26 3.54 3.15 2.23 29
200 3.85 4.27 3.90 2.70 27
Human cortex Patch-seq RNA-—electrophysiology 613 100 n.e. 1.89 1.29 1.38 74
200 n.e. 1.79 1.66 1.49 26
400 n.e. 1.77 1.61 1.61 17

n.e.: target not reached

Supplementary Note 8. Learning without pairs in blood: protocol, identification
analyses and complete results

The protocol was written and registered before extraction, fitting and prediction, and before any recipient scoring
cell was read. It is retrospective with respect to the released paper. The colon cohort had informed method
development; the blood recipient cohort [15] had not been used in this project.

Data and features

Training populations. Stephenson et al. [41] (E-MTAB-10026): samples without lipopolysaccharide stimulation;
cells annotated as platelets or red cells removed; patients as units (118 patients, 13 with two samples pooled); at
most 2,000 cells per patient, chosen pseudo-randomly (223,640 cells). Within each patient a second pseudo-random
split divided the cells into an RNA half and a protein half (111,816 RNA-half cells); the pairing-free estimators
saw only RNA moments of the first and protein moments of the second. Paired comparators used all selected cells.

Recipients. The confirmatory blood cohort was the 3’ CITE-seq study of Hao et al. [15] (GEO GSE164378;
8 donors, three vaccination time points pooled per donor, 161,764 cells, 80,884 scoring cells). The colon cohort
was the 12 donors of the large-panel analysis with a new pseudo-random split (7,979 scoring cells). Scoring halves
were written to separate files at split time and read only after the predictions had been recorded.

Features. Proteins: the 122 antibody targets present in all three panels, matched by specificity (isotype
controls and three ambiguous targets excluded; where the blood recipient cohort measured a target with two
clones, the clone annotated as human-specific, otherwise the first, was used), as log(1 + count) minus its mean over
the matched targets of the cell. Genes: log(1 + counts per 10%); the 200 genes with the highest variance-to-mean
ratio over the selected training cells (mean above 0.05), among symbols shared by all three studies and detected
in at least 1% of the adaptation cells of both recipient studies, plus six panel genes not already selected (206
genes). No protein value, pairing, scoring cell or prediction entered feature selection.
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Arms and tuning

Pairing-free: (1) ridge regression of patient protein means on patient RNA means in pooled within-patient
standard-deviation units, penalty scale 0.01 times the trace of the between-patient RNA-mean covariance, interior
to its grid; (2) the Gaussian moment likelihood of Proposition S1 with W of rank 32, penalty 10~ times that
scale, rank chosen from {2,4, 8,16,32} by held-out patients’ likelihood; the final fit stopped after 9,858 iterations
with gradient norm 2.4 x 10~%. Paired: the profile-likelihood interaction (ridge 0.01, interior), reference regression
(penalty 0.1 times the mean diagonal, interior), pooled within-patient cross-correlations and cross-covariances,
and the closed form with identity marginals. Benchmark: ridge regression on the recipient’s own adaptation
pairs, tuned by three folds of adaptation cells. All tuned arms used a five-value grid, three patient-grouped folds
(patients assigned pseudo-randomly) and the edge rule of the protocol.

Amendment. Before any prediction was computed, the rank search of the moment estimator was restricted
to its five-value grid without the edge extension, because extending it to full rank (122) would have required three
cross-validation fits of more than an hour each on the available two cores; the within-colon re-analysis kept the
rank of its first version (8). The information available at the time was the tuning outcome of the other arms
and the fact that the rank search had reached the edge of its grid. The chosen rank (32) is therefore at the edge.
The final fit stopped when the line search could not decrease the objective further; three restarts from that point
changed the interaction by less than 9 x 10~7 (relative) and no recipient’s endpoint by more than 2 x 107°.

Identifiability computations

The effective supported subspace S was spanned by the eigenvectors of the between-patient RNA-mean matrix G
(pooled within-patient standard-deviation units) whose ridge factor g/(g + A\) was at least one half, with X the
fitted pairing-free penalty. S is contained in the span M of Proposition S2 and depends on the penalty. The share
of the recipient’s standardized RNA variance inside S is tr(PsR, Ps)/ tr R, for its adaptation correlation matrix
R, (the analyses of this note use measured R,; Supplementary Note 2 repeats them with its latent part). The
unsupported share is || RS (I — Ps)(RS) ™ 'T||r/||T||F, with RS the shrunk RNA correlation matrix of the scoring
cells and T their cross-correlation. The set of Proposition S2(4) was computed with the adaptation correlation
matrices and the fitted W on S. With measured RNA covariance, its whitened block F' had largest singular value
between 0.44 and 4.29. It exceeded one in 46 of 48 recipient analyses, including every total analysis (minimum
1.02), so the exact set was empty there. Supplementary Note 2 shows that RNA sampling noise explains most of
this and separates the remaining incompatibility from sampling uncertainty. The radii below cap the singular
values of I at one, which is the same as clipping the negative eigenvalues of I — FT F at zero; they describe a
repaired set, not the identified one, and are kept for comparison with the earlier version. The per-gene analysis
(each gene’s row of the cross-correlation matrix) was added after scoring and is descriptive. In the per-gene
analysis, the unsupported share of each gene’s relationships had Spearman correlation 0.86 with its prediction
error in the confirmatory cohort and 0.72 in colon, whereas the share of the gene’s own axis inside S had 0.17 and
—0.01. The unsupported part of the target was 0.16 of its norm (range 0.13-0.20) in the confirmatory cohort’s
total analysis, 0.72 within its level-1 types and 0.71 in colon; the capped radius was 0.88, 1.84 and 1.32 of the
norm of the truth, respectively.

Within-colon re-analysis of pairing-free learning

This re-analysis replaces an earlier version of the within-colon analysis, with the same recipients, genes, proteins,
units, halves and endpoint. Each training biopsy’s RNA moments came from one pseudo-random half of its cells
and its protein moments from the other. Folds for tuning were donor-grouped. The ridge penalty was chosen
from {107%,...,1} times the trace of the between-biopsy RNA-mean covariance with the edge rule. The moment
estimator kept rank 8 and was run for up to 20,000 L-BFGS-B iterations (gradient tolerance 10~7); within this
limit, 9 of 12 fits converged. The other 3 were continued post hoc from their final state for up to 20,000 further
iterations, after which 3 of them had converged; recipient errors changed by at most 0.0015 and interactions by at
most 0.031 (relative Frobenius norm). Supplementary Table 23 reports the errors at the limit. The permutation
control reassigned protein moments between biopsies of different donors only, 200 times for the primary estimator
and 20 times for the moment estimator, with the same fitting rules. Supplementary Table 23 gives every recipient.

Complete results

Supplementary Table 24 gives every arm’s donor-mean error. The null of H1 kept each training site’s patients but
paired their RNA and protein moments at random within site; it therefore retained any site-level batch alignment,
which makes it conservative.
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Supplementary Table 23: Within-colon pairing-free learning, corrected re-analysis. Relative cross-
covariance error F for each recipient, learned from the other donors’ biopsies without paired cells; p is the
donor-aware permutation p-value (200 permutations for means, 20 for rank 8); dim M is the number of gene
directions the ridge estimator kept by at least one half. An asterisk marks a rank-8 fit that stopped without
meeting the convergence criterion.

Recipient Biopsies Penalty Means E p Rank-8 E p dim M
HS1 19 0.01 0.612  0.005 0.619 0.048 11
HS2 19 0.01 0.662  0.005 0.701  0.048 11
HS3 19 0.01 0.470  0.005 0.632 0.048 12
HS4 19 0.01 0.422 0.005 0.940 0.143 11
HS5 19 0.01 0.399  0.005 0.547"  0.048 11
HS6 19 0.01 0.588  0.005 0.624 0.048 11
HS7 19 0.01 0.637  0.005 0.696"  0.048 11
HS8 20 0.01 0.555  0.005 0.478"  0.048 11
HS9 19 0.01 0.468 0.005 0.763  0.095 11
HS10 20 0.01 0.827  0.005 0.806 0.048 12
HS11 19 0.01 0.579  0.005 0.617 0.048 11
HS12 20 0.01 0.574 0.005 0.734 0.048 12

Supplementary Table 24: Cross-study transfer: donor-mean relative error of the predicted cross-
correlation matrix. Interactions were learned in the training study and applied unchanged; the own paired half
uses the recipient’s adaptation pairs, which the setting does not permit. Type columns centre every cell by its
cell-type mean in both assays. The last column is the mean correlation between predicted and held-out entries in
colon (all cells).

Confirmatory blood cohort (8 donors) Colon (12 donors)
Arm All cells 8 types 31 types All cells 14 types Entry corr.
No pairs: means (primary) 0.292 1.082 1.484 0.988 1.274 0.40
No pairs: moments 0.389 1.038 1.435 0.907 1.227 0.46
Paired closed form 0.134 0.528 0.868 0.719 1.000 0.69
Reference regression 0.522 0.680 0.842 0.859 0.983 0.52
Transferred correlation 0.630 2.212 4.044 1.132 2.225 0.42
Transferred covariance 0.951 8.960 18.953 4.651 15.642 0.23
Variances only 0.976 0.901 0.915 0.971 0.983 0.28
Own paired half 0.120 0.348 0.541 0.539 0.936 0.84
Independence 1.000 1.000 1.000 1.000 1.000 0.00

Post hoc analyses

Two exploratory analyses were appended to the protocol after scoring; their text and every version of the protocol
are kept with the code. Neither changes any confirmatory result.

Between-type and within-type parts (P2). For each recipient donor, the scoring cells of the kept level-1
(blood) or coarse (colon) types were used to compute the between-type part of the cross-covariance (type means
weighted by type proportions) and the within-type part (pooled within-type cross-covariance); their sum is the
total cross-covariance of those cells. Both parts were divided by the scoring cells’ total standard deviations. The
prespecified primary channel W predicted each part from the donor’s adaptation cells as the corresponding RNA
covariance part, in the same units, times W', with no saturation, so the two predicted parts also add to the
direct-channel prediction of the total. Supplementary Table 25 reports the relative Frobenius norm of each part
of the truth, the relative error and the entry correlation of each predicted part, and, as a descriptive addition
computed after P2 and not part of its plan, the share tr(Py;RPys)/ tr R of each RNA covariance part R inside M.
The direct channel’s prediction of the within-type part had 1.8 times the norm of the truth in the confirmatory
cohort. The direct channel without saturation is cruder than the closed form: for the total over the kept types its
error was 0.75 in the confirmatory cohort, against 0.292 for the prespecified closed-form prediction of all cells.

Training on variation within cell types (P1). Training units were the training donors’ cell types in the
training study’s initial clustering, with at least 50 cells in each pseudo-random half (512 units). RNA moments
came from the RNA half and protein moments from the protein half of each unit, and each unit’s means were
centred on the cell-weighted mean of its type across donors, leaving only variation among donors within types.
The primary estimator was refitted by its prespecified rules, with donor-grouped folds. The supported subspace
had 86 directions, against 11 for the prespecified fit, and the unsupported part of the level-1 within-type truth fell
to 0.28 of its norm (from 0.72). The within-type error was 1.287 at level 1 and 2.163 at level 2, against 1.082
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Supplementary Table 25: Between-type and within-type parts of the cross-covariance. Donor means.
Norm share, Frobenius norm of each part of the scoring cells’ cross-covariance relative to the total (the parts
are not orthogonal, so the shares need not sum to one). Relative error and entry correlation, the prespecified
pairing-free channel’s prediction of each part. Share inside S, fraction of the corresponding RNA covariance of
the adaptation cells inside the effective supported subspace (descriptive addition).

Norm share Relative error Entry correlation  Share inside S
Cohort between within between within between within between within
Confirmatory blood (8 donors) 0.97 0.11 0.71 1.92 0.75 0.15 0.88 0.12
Colon (12 donors) 0.81 0.43 1.14 1.38 0.35 0.07 0.57 0.09

and 1.484 for the prespecified fit, and the total error was 0.660. The training labels are the original authors’
annotations of the training study, which used both assays; the analysis therefore assumes that each assay carries
its own cell-type labels, as annotated atlases do.

Gene—protein pairs. Genes whose protein product was measured were matched to their antibody targets by
gene symbol (21 pairs among the prespecified features). Their donor-mean held-out and predicted within-type
correlations (level-1 types, confirmatory cohort) are descriptive and were computed after scoring; for FCGR3A
and CD16 they were 0.63 held out, 0.52 for the paired closed form, 0.46 for the recipient’s own paired half and
0.12 for the primary pairing-free channel; for IGHD and IgD, 0.51, 0.36, 0.35 and 0.10; for KLRB1 and CD161,
0.51, 0.30, 0.28 and 0.07; and for IL7R and CD127, 0.48, 0.39, 0.29 and 0.20. Supplementary Fig. 3 shows held-out
against predicted entries of the cross-correlation matrix between and within cell types.
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Supplementary Fig. 3: Gene—protein dependence between and within cell types in the confirmatory
cohort. Held-out cross-correlations against predictions, averaged over the 8 donors, for every sixteenth of the
206 x 122 gene—protein pairs (grey) and for labelled pairs (coloured). a, All cells, pairing-free channel. b, Within
level-1 cell types, pairing-free channel. ¢, Within level-1 cell types, paired closed form. Red, the four genes with
the largest held-out within-type correlation with their own protein; blue, two lineage pairs. The diagonal marks
perfect prediction. The labelled pairs and averages are descriptive and were chosen after scoring.

Supplementary Note 9. Learning without pairs in a perturbation screen

This note describes the prespecified test of whether intervention-induced population variation lets RN A—protein
dependence within conditions be recovered without paired cells.

Data and split

The Perturb-CITE-seq screen of Frangieh et al.[11] was obtained from the scPerturb release[32] (Zenodo record
7041849): 218,331 patient-derived melanoma cells with CRISPR knockouts of 248 genes, cultured alone, with
interferon-y or with autologous tumour-infiltrating lymphocytes, with RNA and 24 antibody-derived tags per
cell. The release has no replicate or batch annotation. Targets were read from the detected guides, because the
release’s perturbation column names only the first of several targeted genes and labels cells with targeting and
non-targeting guides as controls. We used the 111,453 cells whose guides all targeted one gene and the 16,319
cells whose guides were all non-targeting.
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Every fourth target in a fixed pseudo-random order was held out (62 targets), and every cell whose guides
targeted a held-out gene was excluded from training and tuning. Within each training population (target by
condition), cells in a fixed pseudo-random order formed an RNA half and a protein half. Within each held-out
group and each condition of the non-targeting cells, the first half formed the adaptation cells and the second half
the scoring cells, which alternated between sub-halves A and B. The gene panel was fixed from training cells
only: the 19 genes that encode proteins targeted by the antibodies and were detected in at least 1% of training
cells, then the genes of highest dispersion (detected in at least 5%, not mitochondrial or ribosomal, log dispersion
z-scored within 20 bins of mean log expression) up to 200 genes. Protein features were the centred log ratios of
the 20 target antibodies. The split files were recorded before any statistic of held-out or non-targeting cells other
than library sizes was computed.

Protocol

The protocol was written after a development analysis on training targets only, in which every fourth training
target played the held-out role (47 targets, 118 groups). There, the channel fitted to uncentred population
means supported two between-condition directions and recovered —33% of within-condition dependence, the
condition-centred channel 10%, and the paired closed form 38%; the condition-centred channel was chosen as
primary, because the target is the dependence within conditions, and the code was run end to end on this split.
The protocol, the code and the training fits were then registered. Predictions for eligible groups (at least 40
adaptation cells) were computed from adaptation cells, each assay separately, and recorded before the scoring
files were opened; the evaluation recomputed every prediction and checked it against the record. There were no
amendments.

Arms were the primary condition-centred pairing-free channel with measured RNA correlation; its matched
controls on pseudo-populations and derangements (ten draws each); the paired closed form, reference regression
and pooled within-population cross-correlation of the condition, fitted on paired training cells; independence; and,
as secondary arms, the uncentred channel with its own controls, the primary channel with noise-corrected RNA
correlation, with its regression form and with the pooled training correlation matrices of the condition instead
of the group’s, the paired closed form with corrected RNA correlation, and ridge regression on the group’s own
adaptation pairs. The recovered fraction (Methods) removes scoring noise from both the gain over independence
and the size of the target, so that arms are compared on the true within-group dependence; the mean relative
Frobenius error, which scoring noise inflates towards one for every arm, is reported alongside.

Results

All 141 eligible held-out groups came from 51 of the 62 held-out targets. The primary channel supported 1
direction (the uncentred channel 2), and the direction held a median of 2.4% of the groups’ corrected RNA
variance (3.6% for non-targeting cells). H1 (recovery above zero) was met, H2 (recovery above both controls) was
met, H3 (recovery in non-targeting cells) was met and H4 (at least half of the paired closed form’s recovery) was
not met. All arms are in Supplementary Table 26.

Supplementary Table 26: Recovered fraction of within-condition dependence (%). Held-out targets: 141
target-by-condition groups, 95% intervals from 2,000 resamples of targets; conditions are cultured alone, with
interferon-y and with T cells. Non-targeting cells: three conditions pooled, intervals from 2,000 resamples of guide
sets. Error, mean relative Frobenius error over held-out groups against all scoring cells (independence, 1), inflated
by scoring noise. Controls are averages over ten draws.

Held-out targets Non-targeting cells
Arm All (95% CI) Alone IFN~v T cells All (95% CI) Error
No pairs: perturbations, measured RNA (primary) 6.8 (4.1 to 9.4) 11.5 16.2 —54 18.6 (16.1 to 21.1) 0.992
No pairs: perturbations, corrected RNA 7.0 (4.4 to 9.5) 11.6  16.1 —4.8 17.9 (15.5 to 20.3) 0.991
No pairs: perturbations, regression form 9.2 (7.9 to 10.5) 6.0 13.2 8.0 - 0.989
No pairs: perturbations, training marginals 15.1 (13.0 to 17.2) 15.2  24.2 6.7 18.9 (16.5 to 21.3) 0.982
No pairs: pseudo-populations (10 draws) —0.1 (—=0.1 to —0.1) - - - - -
No pairs: derangements (10 draws) —0.4 (—0.6 to —0.3) - - - - -
No pairs: conditions pooled —36.4 (—42.0 to —31.6) —19.7 —26.6 —58.3 —11.9 (—16.1 to —7.7) 1.039
No pairs: conditions pooled, pseudo-populations —46.4 (—52.3 to —41.3) - - - - -
No pairs: conditions pooled, derangements —75.4 (—82.0 to —69.8) - - - - -
Paired closed form 37.3 (31.7 to 42.2) 23.5 42.8 43.0 94.3 (92.8 to 95.7) 0.953
Paired closed form, corrected RNA 39.7 (34.4 to 44.4) 27.4 448 44.6 - 0.950
Reference regression 53.4 (49.4 to 57.2) 43.8  54.8 59.7 91.3 (89.6 to 92.9) 0.935
Transferred correlation 96.7 (92.7 to 100.7) 98.3  96.6 95.5 98.5 (97.0 to 99.8) 0.884
Own paired adaptation cells 24.0 (19.8 to 27.7) 9.5 25.3 34.1 89.7 (88.1 to 91.1) 0.969
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Programs and perturbation choice

These analyses were specified after the prespecified evaluation and registered before any of their statistics was
computed; the held-out scoring cells had already been opened for the aggregate endpoint, so the analyses are
exploratory. MSigDB Hallmark gene sets were downloaded from gsea-msigdb.org. The interferon block comprised
34 panel genes and the antibodies to HLA class I (HLA-A, -B, -C and B2M), PD-L1 and CD47, whose genes
belong to the interferon sets. Prespecified criteria: P1, a pairing-free share of the paired closed form above one
half in the interferon block, was met; P2, the same along the supported direction, was not met (share 39%; —1 to
65%); P3, higher recovery in the interferon block than in the complement (difference 37%; 26-46%), was met.
The support of the interferon program, the mean squared correlation of its genes with the RNA score along the
supported direction in adaptation cells, was 0.094, against at most 0.021 for the 5 other programs (Supplementary
Table 27).

For perturbation choice, development on training targets only showed that channels fitted on 10 to 40 targets,
selected at random or by exposure, retained many spurious directions and were often worse than independence,
whereas removing a few targets from the full set left the estimator stable; the prespecified analysis therefore
removed targets. The four targets of highest exposure, JAK2, IFNGR1, JAK1 and IFNGR2, had exposures
at least 6 times that of any other target. After removal of the 5, 10 and 20 targets of highest exposure, the
channel supported 0, 0 and 0 directions, against a mean of 2.5, 2.1 and 2.0 after random removals, none of which
removed all. Recovery over all genes and proteins after removing the 5 of highest exposure was 17% (random
removals, mean 1.3%, 5th percentile —24%), and in the interferon block 41% (random 36%); after removing 10,
3.5% (random 2.3%) and 8.0% (random 38%); 3 of 50 random removals were at or below it). Removing the 5 and
10 targets of strongest effect (JAK2, JAK1, IFNGR1, IFNGR2 and CTPSL1 first) left interferon-block recovery at
7.9% and 4.7% (random minus strongest, 29% and 33%; 95% CI, 18-38% and 22-42%). Effect strength was a
comparator, not a criterion. The design criterion was not met. Leaving single targets out, the loss of recovery
was largest for JAK2 and JAK1, but its rank correlation with exposure over all targets was —0.09 (permutation
P = 0.87), because targets that move the same direction substitute for each other.

Supplementary Table 27: Recovery by program (%). Held-out target-by-condition groups of the melanoma
screen and non-targeting cells. Blocks: interferon genes and antibodies; the RNA score along the supported
direction with all antibodies; interferon genes with all antibodies; all other genes and antibodies; genes of other
Hallmark programs with all antibodies. Arms: no pairs, the primary pairing-free channel; paired CF, paired
closed form; ref. regr., reference regression; transf. corr., pooled within-condition correlation of paired training
cells; own pairs, ridge regression on the group’s paired adaptation cells; replicate, the adaptation half used directly
as the estimate. Rel., split-half reliability of the scoring target (pooled over groups).

Block No pairs Paired CF Ref. regr. Transf. corr. Own pairs Replicate Rel.
Interferon block 42.5 64.2 68.8 94.0 48.3 —24.3 0.29
Along S 27.3 69.3 76.3 87.0 47.4 6.6 0.35
Interferon genes, all proteins 16.4 33.5 49.1 92.3 23.9 —281.3 0.12
Complement 5.7 36.2 54.7 97.9 18.7 —308.3 0.11
E2F targets —5.1 —18.6 4.6 100.6 —43.9 —554.5 0.07
Epithelial-mesenchymal transition 7.8 56.1 68.7 96.3 38.7 —123.2 0.18
G2M checkpoint —-7.5 —9.4 12.3 101.3 —43.8 —525.2  0.07
Hypoxia 3.9 32.9 50.2 94.3 24.2 —275.1  0.12
TNF-« signalling via NF-xB 5.4 41.0 57.4 99.1 29.0 —238.2 0.13
Non-targeting: interferon block 61.3 92.7 90.8 97.9 89.3 94.2 0.95
Non-targeting: complement 12.4 95.3 92.3 98.6 89.2 87.5 0.80

Limitations of this test

The screen used one patient-derived model without biological replicates, so intervals reflect variation among
targets and guides only. Held-out groups had a median of 88 adaptation cells, which limits the accuracy of the
within-assay covariance matrices that closed-form transfer uses and favours arms that do not use them. The panel
had 20 surface proteins.

Supplementary Note 10. Replication in an independent screen

This note describes the prespecified replication in the ECCITE-seq screen of Papalexi et al.[31].

Data, split and protocol

The scPerturb release[32] (Zenodo record 7041849) contains 20,729 THP-1 cells stimulated with interferon-v, with
knockouts of 25 genes and non-targeting guides, three biological replicates (the 77 cells of a fourth hashtag were
not used; 20,652 cells remained), RNA and four surface proteins. Each target-by-replicate group was split in a
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fixed pseudo-random order of cells into a training half (RNA and protein halves) and a test half (adaptation and
scoring cells); non-targeting cells were split into adaptation and scoring cells only. The gene panel was chosen from
training halves by the prespecified rule (200 genes, including the four genes encoding the antibodies). The protocol
and the code were registered after the split and before any statistic of test or non-targeting cells other than
library sizes was computed; the pipeline had been run on training halves only to check the code. Predictions were
computed from adaptation cells and recorded, and the scoring files were then opened. There were no amendments.

The prespecified rules of the melanoma screen were reused, with the replicate in the role of the condition.
Every target with an eligible test group was held out in turn; its channels, controls and paired comparators
were fitted on the training halves of the other targets. For the design criterion, each fold’s channel was also
refitted without the five training targets of highest exposure, without the five of strongest effect and without five
random targets (50 draws). The interferon block comprised 16 panel genes of the Hallmark interferon sets and
the antibodies to CD86 and PD-L1.

Results

Cross-validation over targets chose the smallest penalty scale in every fold, which retained 18 to 61 supported
directions. The five prespecified criteria were not met: recovery was —212% (95% CI, —287 to —157%) over all
genes and proteins, lower than both controls (pseudo-populations —10%, derangements —46%), the interferon-block
share of the paired closed form was —3.5% (—41.3 to 24.3%), recovery in non-targeting cells was —90% (—140 to
—52%), and removing the five targets of highest exposure did not lower recovery relative to random removals
(difference —44%; —91 to —3%). Paired comparators recovered 32% (closed form) and 81% (transferred correlation)
over all genes and proteins, and 84% and 94% in the interferon block. By replicate, interferon-block recovery of
the pairing-free channel was 25%, 8.6% and —129%, against 87%, 74% and 93% for the paired closed form.

After the scoring files had been opened, the channel was refitted in every fold with the penalty scale fixed
(exploratory). At 0.1, the value chosen in the melanoma screen, it retained 1 direction and recovered —76% over
all genes and proteins and 32% in the interferon block; at 1, 0 directions, 4.6% and 45%.

Supplementary Table 28: Recovered fraction in the replication screen (%). Test targets: 55 target-by-
replicate groups from 21 targets, each held out in turn. Non-targeting cells: three replicates. Controls and random
removals are averages over their draws.

Test targets Non-targeting cells
Arm All Interferon block Complement All Interferon block
No pairs: perturbations (primary) —212.4 —-3.0 —200.5 —89.5 20.7
No pairs: corrected RNA —214.4 —6.3 —194.3 —92.7 15.4
No pairs: pseudo-populations —10.2 —3.2 —15.6 —15.5 —4.0
No pairs: derangements —45.6 —12.4 —53.6 —25.8 —8.5
No pairs: without 5 highest-exposure targets —172.3 —5.6 —164.0 —132.1 13.9
No pairs: without 5 strongest targets —219.3 —22.5 —173.0 —163.7 —-7.6
No pairs: without 5 random targets —216.3 —-3.7 —226.5 —109.6 10.9
Paired closed form 324 83.7 25.1 82.0 89.1
Reference regression 37.1 84.3 30.6 81.3 89.4
Transferred correlation 81.2 94.3 83.7 89.7 85.5
Own paired adaptation cells 21.8 60.7 3.1 74.2 71.0
Adaptation half as replicate —204.6 18.9 —390.1 60.2 88.0

Limitations of this test

The screen had 25 targets, most of them in one pathway, and four proteins, so the interferon block had only
two antibodies. Groups had 40 to 170 adaptation cells, which limits the within-assay covariance matrices that
closed-form transfer uses.

Supplementary Note 11. Follow-up checks and analyses

This note reports follow-up checks and analyses, all specified after every test had been scored. The analyses
were registered together, with their code and data, before any of their quantities was computed. None changes a
published estimate. Two runs departed from the planned order of execution without any change to code, setting
or value.
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Scoring of repeated draws

At each budget a test draws paired cells several times. For predictions Cy,...,Cp from D draws and held-out
truth 7', the numerator of the recovered fraction is G(C) = 2(C,T) — ||C||?, and

(33e) - byacs- by bye

so scoring the averaged prediction would credit a study with the paired cells of all its draws. Each curve in this
paper is the mean of per-draw scores: the tests store each arm’s mean prediction and the mean over draws of
[Call?, from which 2(C,T) — [|C||2 = 4 3, G(Cq). A check reruns the registered prediction code of each test
unchanged, observes every draw’s prediction as the code accumulates it, scores each on its own and compares
(Supplementary Table 29). Across 23 tests and data sets, the curves averaged over per-draw scores equalled the
published curves to within 4 x 1079, the regenerated means and squared norms equalled the stored ones, and
the rerun of the bone-marrow test reproduced its recorded predictions exactly. Scoring the averaged predictions
instead would have raised the curves by a median of 2 to 29 percentage points per test, and by up to 537 points
where draws disagreed most. The development comparison and the validation’s readout score each draw inside
the draw loop. A second check recomputes every curve from the stored per-draw scores without the data.

2

Y

Supplementary Table 29: Every recovery curve is the mean of per-draw scores. Per test or data set:
held-out units whose predictions were regenerated (of all units; each benchmark data set was rerun for the first of
its three folds), draws per budget, the largest absolute difference between the curve averaged over per-draw scores
and the published curve (or, for partial reruns, the fold’s stored terms), the largest relative difference between
the stored and regenerated mean squared norms, and the median and largest amount, in percentage points of
recovered fraction, by which scoring the averaged prediction would have exceeded the published curve. External
test: every draw’s prediction is stored.

Units  Draws Largest difference Averaged prediction
Test rerun curve msq median max
External test 1/1 20 3 x10716 - 9.0 61
Bone-marrow test 12/12 5 3x107% 4x10716 28.9 537
Validation test 34/34 5 4x107° 1016 9.1 360
Benchmark: banc 1/3 5 4x10716  3x 10716 8.0 32
Benchmark: banc_crossanimal 1/3 5 6x10716  4x 10716 27.5 123
Benchmark: bmmc_cite 1/3 5 2x 10715 3 x 10716 8.0 86
Benchmark: bmmec_multiome 1/3 5 2x 10716 4 x 10716 2.3 43
Benchmark: colon 1/3 5 10716 4 x 10716 4.3 31
Benchmark: gouwens_visp 1/3 5 10716 3 x 10716 6.2 16
Benchmark: hao 1/3 5 6x10716  4x 10716 7.1 208
Benchmark: malecns 1/3 5 4x10716 3 x 10716 9.5 33
Benchmark: scala_m1l 1/3 5 10716 4 x 10716 5.5 29
Benchmark: stephenson 1/3 5 2x 10716 4x 10716 5.1 39
Law: banc_vpn 2 problems None 4x10716 3 x 10716 11.3 19
Law: bmcite 3 problems None 8x 10716  4x10-16 2.7 25
Law: fafb_vpn 3 problems None 6 x 10716 4x 1016 13.6 25
Law: fetal_cortex 3 problems None 10716 4 x 1016 4.7 51
Law: human_gaba 3 problems  None 2x 10716 4x10-16 19.5 50
Law: malt10k 3 problems None 10x 10716 5x 10-16 3.4 24
Law: pbmcl0k 3 problems None 1015 4 x 1016 4.1 27
Law: slnll1l 3 problems None 4x10716 6 x 10716 10.3 67
Law: sln206 3 problems  None 6x10716 6x 10-16 8.5 33
Law: snare_cortex 3 problems None 7x10716 4 x 10716 5.0 82

The noise estimate after contrasts

Proposition S9 assumes independent product rows, as when paired cells are centred on means estimated from
other cells (development, the external test, the benchmark and the prospective test of the law). The validation
test and the reanalyses of the bone-marrow and fly tests centre each population by Helmert contrasts. Contrast
rows are uncorrelated, but their products are dependent unless the cells are Gaussian, so the noise estimate t; of
Proposition S9 need not be unbiased for them. Its exact expectation is as follows.

Consider one block and populations p = 1,..., P with n, > 2 independent cells each, the scaling and the

bases held fixed. Population p contributes m, = n, — 1 rows hy; = > .. H ](f )upi, where H®) has orthonormal
rows orthogonal to the vector of ones, and z,; is the block of h'pjh‘z;r. With N = Zp m, rows, my is their mean
and t, = > ||lzp; — mw||>/{IN(N — 1)}. For a coefficient (k,1) of the block, let cr](fl)) be the population’s covariance

of Zj and ¢; and Iﬂ?;fl)) = E[z?y?] — Var &), Var g, — 2(0,(5))2 their fourth cumulant (Z, 7 centred at the population
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means). Write g, for the block of ¢(®), fi = > p Mokt /N, Vp = 30 y{Var Ty, Var g + (0127))2}’ Kp = 2 (k) Iﬁ)g)
and £}, = Zj,i(H]('f))4-

Proposition S12 (The noise estimate after orthonormal contrasts).

> Ml — All? =32, #p (mp/ny, — F)
N(N - 1) ‘

1 m2
tr Cov(my) = N2 Z (mpvp + n—pnp), Et, — tr Cov(my) =
" p

For Helmert contrasts F, = my, + 3 — 2Hy,, — 3/ny, with H,, the m-th harmonic number, so that mf,/np —F,=
2H, — 4my [y, which lies between 0 and 21nm,,.

Proof. Contrasts remove the population mean, so take the cells of population p centred, with coordinates
a = T, and b = §; for one coefficient. For independent centred cells, E[a;bya,-b,/] = agbéii/&w + 04a0bb0irOiryr +
ngéwéw + Kab0iirrrs, where the last term is one when all four indices coincide. Summing against Hj; H i Hyp Hppr
and using >, Hj; Hy; = 63, gives Ez; = 04, and Cov(zj, 2) = 8k (0aa0bb+02,) +Kab 25 HfiH,gi. Rows of different
populations are independent. Summing over the coefficients of the block, over j and over k, with Zj HJZZ» =1-1/n,,
gives the variance of mj,. For rows with means p;, EY" [|z; —my || = 3=, tr Cov 2+ 37 || — l|*> — N tr Cov(my),
and dividing by N(N — 1) and subtracting leaves the covariances between distinct rows, > ., >, HZH, =
m2/n, — F,, within population p. For the Helmert row j, with j entries 1/4/j(j 4+ 1) and one entry —j/+/j(j + 1),
Do H;li =1+1/j—3/(j +1), and summing over j gives F,. Finally 2H,, —4m/(m +1) is 0 at m = 1, increases
with m because 2/(m + 1) > 4/{(m + 1)(m + 2)}, and is at most 2Inm because H,, <1+ Inm. O

The first term of the bias is non-negative: populations whose cross-covariances differ inflate the estimate,
and shrinkage becomes more cautious. The second vanishes for Gaussian cells (k, = 0) and otherwise has
the sign opposite to the fourth cumulant. Relative to the fourth-cumulant part of tr Cov(m,), it is of order
(Inmy)/m, for Helmert contrasts, whose rows are dominated by a single new cell; for a basis with entries of
equal size (F,, = m,/ny) it would miss that part entirely. The referee’s example, a population of three cells with
x € {-3,0,3} of probabilities 1/18,8/9,1/18 and y = x + 1, has v = 3, k = 6, Var(m) = 3/2 +6/3 = 3.5 and
Et =3.5—6-(1/3)/2 = 2.5. The proposition holds the scaling fixed, whereas the implemented pipeline estimates
the standard deviations from the same contrasts; the calibration below includes that step.

Calibration. For every fold of the validation test (atlas axes) and of the bone-marrow test (other-site axes,
the reanalysis with contrasts) and each budget, 500 independent resamples of paired cells were drawn with
replacement from the fold’s reservoir and passed through the complete pipeline: Helmert contrasts in draw order,
scaling by the contrasts’ standard deviations, rotation and blocks. The calibration ratio is the mean of a noise
estimate over resamples divided by the variance of the block mean across resamples, pooled over folds, with
95% intervals from resampling donors (validation) or held-out batches (bone marrow) and then resamples within
folds (Supplementary Tables 30 and 31). The implemented estimate was slightly conservative at every budget:
its ratio, summed over blocks, was 1.005 to 1.016 in the validation test and 1.005 to 1.029 in the bone-marrow
test, and 1.00 to 1.07 and 1.00 to 1.31 block by block, highest in the blocks of the leading RNA axes, where the
populations’ cross-covariances differ most, as the first term of Proposition S12 predicts; the excess grew with
the budget. Random orthonormal contrasts gave 1.003 to 1.010. Reordering the cells within populations left
the ratios unchanged, as it must, since the order changes the estimate’s variance but not its expectation; the
variance was appreciable at small budgets, where the most affected block’s estimate varied over orders with a
median coefficient of variation of 12% at 25 paired cells, 8.5% at 100 and 2.8% at 800, and its shrinkage factor by
a median range of 0.22, 0.10 and 0.016. The jackknife over cells, a dependence-aware alternative, overestimated
the noise at small budgets (ratio 1.48 at 25 paired cells, falling to 1.03 at 800), and centring on the drawn cells’
own averages underestimated it (0.67 at 25), reproducing the failure of the bone-marrow test’s original centring.
The jackknife’s larger estimates shrink more, and on the same resamples they raised the recovered fraction by 0.6
to 2.9 percentage points in the validation test and by 0.9 to 6.0 in the bone-marrow test, most at small budgets
(Supplementary Table 30): at these budgets the positive-part rule with an unbiased noise estimate shrinks less
than would be best. The implemented estimate, fixed before the tests, is kept in every result reported here; its
calibration after contrasts is empirical, and Proposition S12 gives the form and order of its bias.

Axes and condition maps

The estimator takes two things from a reference: axes, along which the paired estimate is shrunk block by block,
and each cell type’s covariance, through which the condition map turns the estimate pooled over types into one
for each type. In the validation test, every draw of paired cells was regenerated with the test’s registered code
(the regenerated means and squared norms equalled the stored ones to within 107 and machine precision) and
scored with four versions for the atlas: axes and maps (the test’s arm); axes only, the same pooled estimate given
to every cell type; maps only, paired-only single-block James—Stein pooled over types and passed through the
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Supplementary Table 30: Calibration of the noise estimate after contrasts. Mean noise estimate over
500 independent resamples of paired cells, divided by the variance of the block mean across the same resamples,
summed over the eight blocks and pooled over folds (unrounded to three decimals). For the implemented estimate
(Helmert contrasts in draw order): its 95% interval from resampling donors (validation) or held-out batches (bone
marrow) and resamples within folds; the range of its ratio over the eight blocks; and, for the block most affected by
the order of cells, the median coefficient of variation of the estimate and the median range of the block’s shrinkage
factor over 20 random orders of the cells within populations. Alternatives on the same resamples: Helmert
contrasts in a random order, random orthonormal contrasts, the jackknife over cells, and centring on the drawn
cells’ own averages (y/n/(n — 1) times the deviations, as in the bone-marrow test, compared with the variance of
its own block mean). Last rows: fraction of the dependence recovered by the atlas estimate with condition maps
(validation) or the other-site estimate (bone marrow) on the same resamples, with the implemented and with the
jackknife noise.

Paired cells

Noise estimate 25 50 100 200 400 800
Validation test
Helmert, draw order (implemented) 1.005 1.008 1.011 1.014 1.016 1.016
95% interval 1.003-1.006 1.006-1.010 1.009-1.012 1.012-1.015 1.014-1.017 1.015-1.018
range over blocks 1.00-1.05 1.00-1.05 1.00-1.06 1.01-1.06 1.01-1.07 1.01-1.07
order, CV (largest) 12.3% 10.8% 8.5% 6.2% 4.2% 2.8%
order, factor range 0.223 0.184 0.103 0.057 0.032 0.016
Helmert, random order 1.005 1.008 1.011 1.014 1.015 1.016
Random orthonormal 1.003 1.005 1.007 1.008 1.010 1.010
Jackknife over cells 1.478 1.258 1.134 1.073 1.045 1.031
Own-mean centring 0.674 0.798 0.898 0.958 0.988 1.003
Recovered (%), implemented —-1.3 8.8 19 28 33 35
Recovered (%), jackknife 1.3 10 22 31 34 35
Bone-marrow test
Helmert, draw order (implemented) 1.005 1.012 1.016 1.024 1.029 1.029
95% interval 1.003-1.008  1.008-1.016  1.012-1.021  1.018-1.030  1.021-1.036  1.022-1.036
range over blocks 1.00-1.08 1.00-1.16 1.00-1.18 1.01-1.26 1.01-1.28 1.01-1.31
order, CV (largest) 12.4% 11.6% 9.7% 7.8% 6.0% 4.4%
order, factor range 0.218 0.148 0.113 0.068 0.032 0.015
Helmert, random order 1.005 1.012 1.016 1.024 1.028 1.029
Random orthonormal 1.005 1.010 1.015 1.023 1.030 1.034
Jackknife over cells 1.538 1.328 1.193 1.117 1.075 1.051
Own-mean centring 0.650 0.759 0.855 0.934 0.982 1.006
Recovered (%), implemented —4.2 3.8 10 15 18 17
Recovered (%), jackknife 1.7 7.8 15 20 20 18

atlas’s maps; and neither, paired-only single-block James—Stein pooled over types. Axes only was also scored for
the other-pool and own-sample references.

Each alone did little (Supplementary Table 32). With 100 paired cells, the axes recovered 7.8% of the
dependence within cell types (95% CI, 6.6-8.9%) and the maps 4.7% (3.9-5.5%), against 2.4% with neither and
23% (20-25%) with both. With 800, the axes recovered 14%, the maps 28% and both 48%. Neither alone reached
the primary target within 800 paired cells, whereas both together reached it with 145 (95% CI, 124-183; the
regenerated draws add the readout’s budget of 150 paired cells, which moves the interpolation slightly from the
prespecified test’s 147). The same held for the study’s own unpaired cells and its other pools: without maps they
recovered 13% and 14% with 800 paired cells. An estimate pooled over cell types can recover only the part of
the within-type dependence that the types share; the maps make it type-specific, and the axes make the pooled
estimate accurate from few cells.

Reweighting the reference. A condition map passes the pooled paired estimate through the reference’s pooled
covariance, which weights cell types by the reference’s cells, whereas the pooled contrast estimate weights them
by their contrast rows (the sum over a type’s populations of n, — 1). The reweighted map moves the reference’s
pooled latent covariance S to S+ (w. — w?)S,, with S, the reference’s covariance of type ¢ in pooled standard
deviations, w? the reference’s share of type ¢ and w, the draw’s share of contrast rows, rescales it to the reweighted
pooled standard deviations and rebuilds the maps exactly as the unweighted ones are built; with w = w® it gives
the unweighted maps, which the code checks (largest difference 0). It was applied to the full atlas and to the two
skewed atlases of Supplementary Table 14, in every draw. Reweighting rescued both skewed atlases: with B cells
and CD14 monocytes from 15 patients, the estimator needed 148 paired cells (95% CI, 122-192) with reweighted
maps against more than 800 with the unweighted ones, and with CD4 and CD8 T cells from 15 patients 311
(266—-378) against more than 800; the full atlas needed 131 with reweighted maps and 145 with its own. With
25 paired cells, when some cell types had almost no contrast rows, the reweighted maps were far worse than
predicting no dependence for every atlas (—37% for the full atlas).
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Supplementary Table 31: Calibration of the implemented noise estimate block by block. As Supplementary
Table 30, for Helmert contrasts in draw order, in each of the eight blocks (RNA axes 1-5, 6-20, 21-60 and the
rest, crossed with protein axes 1-3 and the rest), with 95% intervals.

Paired cells

Block (RNA /protein axes) 25 50 100 200 400 800
Validation test
1-5/1-3 1.048 1.048 1.050 1.052 1.061 1.054
(1.032-1.062)  (1.030-1.065)  (1.030-1.070)  (1.036-1.066)  (1.047-1.076)  (1.040-1.068)
1-5/rest 1.038 1.051 1.059 1.063 1.066 1.069
(1.030-1.045)  (1.043-1.059)  (1.052-1.065)  (1.056-1.069)  (1.061-1.071)  (1.064-1.074)
6-20/1-3 1.011 1.009 1.015 1.022 1.025 1.030
(1.004-1.018) (1.003-1.015) (1.009-1.022) (1.016-1.029) (1.019-1.031) (1.024-1.037)
6-20/rest 1.003 1.007 1.011 1.016 1.019 1.019
(1.001-1.005)  (1.005-1.009)  (1.009-1.013)  (1.013-1.018)  (1.016-1.021)  (1.018-1.021)
21-60/1-3 1.005 1.005 1.010 1.013 1.015 1.018
(1.002-1.009)  (1.001-1.008)  (1.006-1.014)  (1.008-1.017)  (1.011-1.019)  (1.014-1.023)
21-60/rest 1.001 1.003 1.005 1.008 1.010 1.012
(1.000-1.002)  (1.002-1.004)  (1.004-1.007)  (1.007-1.009)  (1.009-1.012)  (1.011-1.014)
rest/1-3 1.003 1.005 1.008 1.010 1.012 1.012
(1.000-1.005)  (1.003-1.008)  (1.005-1.010)  (1.008-1.013)  (1.009-1.015)  (1.009-1.015)
rest/rest 1.000 1.002 1.004 1.006 1.007 1.008

(1.000-1.001) (1.001-1.003) (1.003-1.005) (1.005-1.007) (1.006-1.009) (1.007-1.009)

Bone-marrow test

1-5/1-3 1.082 1.161 1.184 1.265 1.284 1.310
(1.041-1.125)  (1.116-1.206)  (1.142-1.224)  (1.203-1.321)  (1.214-1.346)  (1.236-1.375)
1-5/rest 1.017 1.034 1.040 1.059 1.071 1.074
(1.012-1.023)  (1.023-1.046)  (1.030-1.051)  (1.045-1.076)  (1.053-1.090)  (1.056-1.092)
6-20/1-3 1.031 1.049 1.077 1.099 1.113 1.113
(1.008-1.053)  (1.031-1.069)  (1.053-1.102)  (1.070-1.128)  (1.084-1.139)  (1.087-1.136)
6-20/rest 1.002 1.009 1.015 1.023 1.032 1.033
(1.000-1.005)  (1.006-1.013)  (1.010-1.021)  (1.018-1.029)  (1.023-1.041)  (1.026-1.040)
21-60/1-3 1.018 1.028 1.034 1.038 1.046 1.042
(1.008-1.028)  (1.019-1.036)  (1.023-1.045)  (1.027-1.048)  (1.034-1.057)  (1.030-1.054)
21-60/rest 1.000 1.003 1.005 1.010 1.013 1.012
(0.998-1.001)  (1.001-1.005)  (1.003-1.007)  (1.007-1.012)  (1.010-1.016)  (1.010-1.015)
rest/1-3 1.015 1.020 1.026 1.028 1.031 1.028
(1.009-1.022)  (1.013-1.028)  (1.020-1.032)  (1.023-1.034)  (1.024-1.038)  (1.022-1.035)
rest /rest 1.001 1.003 1.005 1.008 1.010 1.009

(0.999-1.002)  (1.001-1.004)  (1.003-1.006)  (1.006-1.010)  (1.008-1.012)  (1.007-1.011)

One study, one draw, one atlas

The validation’s intervals resample held-out donors with predictions averaged over five draws of paired cells and
one atlas. A study draws its paired cells once. With each draw index scored on its own, and in 2,000 resamples
that drew donors and then one draw index per fold (shared by all methods), the saving over paired-only estimation
(V1) and the ratio of the paired cells that reference regression and the estimator needed (K2) were recomputed.
In ten bootstrap replicates of the atlas’s patients, the atlas context was rebuilt and the estimator and the four
non-pooled forms of reference regression refitted on the first draw of every fold; a baseline replicate took every
patient once through the same construction. Scored one draw at a time, the estimator needed 133 to 154 paired
cells, the saving over paired-only estimation was at least 5.2 to 6.0, and K2 was 0.95 to 1.17 (resampled, 1.04; 95%
interval 0.85-1.45, above one in 63% of resamples). With the atlas’s patients resampled, the estimator needed
141 to 170 paired cells and K2 was 0.99 to 1.27 over the 10 replicates (with donors also resampled, 0.82-1.40;
Supplementary Table 33). The estimator’s small advantage over reference regression given the atlas therefore
depends on the draw and on the atlas’s patients; its advantage over paired-only estimation does not.

Named within-type relationships

Eight relationships between a gene program and a protein were fixed from prior knowledge of blood cell states
before any was scored (Supplementary Table 34). A relationship’s value in a held-out sample and cell type is the
mean, over the program’s genes, of their within-type correlation with the protein; a prediction’s value is the same
mean of the predicted matrix. Endpoints were the recovered fraction of each relationship over held-out units, the
share of units in which the prediction had the sign of the held-out value (among units whose two halves agreed in
sign) and, per donor, the difference in absolute error between the estimator and the best paired-only method or
the best form of reference regression, both chosen per relationship and budget on the pooled error, which favours
the comparators. With 100 paired cells, the estimator recovered more of the relationship than reference regression
in 7 of the 8 relationships and more than paired-only estimation in 7; its absolute error was lower than regression’s
in 77% of the comparisons between donors and lower than paired-only estimation’s in 81%. Every relationship
had the expected sign in the held-out cells, two of them weakly: interferon-stimulated genes with CD169 in CD14
monocytes (r = 0.07) and cytotoxic genes with CD56 in NK cells (r = —0.05, negative in 68% of units). The
second was too weak for 100 paired cells: the estimator’s predictions scattered around zero (mean 0.01) and
recovered less than predicting no association (—81%), and reference regression’s did so too, by less (—20%).
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Supplementary Table 32: Axes and condition maps in the validation test. Fraction of the within-type
dependence recovered (%), pooled over the 34 held-out samples, and paired cells to the test’s primary target
(28%) with 95% intervals from resampling donors. Top: the atlas with its axes and maps (the test’s arm), its
axes only, its maps only (paired-only single-block James—Stein pooled over types, through the atlas’s maps) and
neither; the other pools’ and the own samples’ unpaired cells with and without maps; the best paired-only method
at each budget. Bottom: the unchanged atlas and the two atlases with a skewed mix of cell types (Supplementary
Table 14), with their unweighted maps, with maps reweighted to each draw’s contrast rows per cell type, and
without maps.

Recovered (%) with paired cells Paired cells

Reference and version 25 50 100 150 200 400 800  to the target (95% CI)
Atlas

Axes and maps 0.5 11 23 29 33 42 48 145 (124-183)

Axes only -0.7 40 7.8 9.3 10 13 14 >800

Maps only —0.2 1.8 47 71 9.5 18 28 >800

Neither 0.0 1.1 2.4 3.4 4.4 7.1 9.9 >800
Other pools and donors

Axes and maps 8.8 23 34 39 43 50 57 70 (58-85)

Axes only 1.6 7.5 10 11 12 13 14 >800
Own samples

Axes and maps 5.6 19 27 31 34 40 45 109 (82-165)

Axes only 0.5 6.5 9.2 9.7 10 12 13 >800
Paired cells only

Best of eight methods 0.5 24 35 5.1 7.7 14 13 >800
Reweighting the atlas
All 118 atlas patients

Unweighted maps 0.5 11 23 29 33 42 48 145 (124-183)

Reweighted maps —37 8.3 24 31 35 44 50 131 (114-162)

No maps -0.7 40 78 9.3 10 13 14 >800
B cells and CD14 monocytes from 15

Unweighted maps —-13 —6.1 2.8 5.7 10.0 17 20 >800

Reweighted maps —25 10.0 23 29 32 40 46 148 (122-192)

No maps -0.5 42 80 93 10 12 14 >800
CD4 and CD8 T cells from 15

Unweighted maps -3.3 7.2 14 15 14 88 2.7 >800

Reweighted maps -35 0.6 12 18 22 32 41 311 (266-378)

No maps —1.3 2.5 5.9 7.6 8.9 12 13 >800

The association test and the truth it defines

The readout defines a reproducible association by Fisher’s z with P < 0.01 and the same sign in both halves
of the held-out cells, down to 20 cells per half. Permuting protein vectors across the cells of each half, which
keeps both marginal distributions and removes the pairing (20 permutations per unit and half), gives the test’s
null distribution under the actual data. The test was calibrated at the thresholds the readout uses: over all 170
units, 4.90% of null tests gave P < 0.05 and 1.07% gave P < 0.01, and in every range of cells per half 1.06% to
1.10% gave P < 0.01 (Supplementary Table 35); the far tail was somewhat heavier (0.149% at P < 0.001). No
scored unit had fewer than 40 cells per half, and in the smallest (40 to 79 cells) 1.07% of null tests gave P < 0.01.
Independently permuted halves passed the readout’s rule, P < 0.01 in both with the same sign, for 6.8 of every
100,000 pairs, against a nominal 5.0 and an observed 3.2% of pairs, so false associations make up about 0.21% of
those counted.

The readout was also recomputed with the held-out truth centred within the authors’ finer cell states (for
example naive and memory B cells) instead of the five broad types, with RNA and protein residualized on the
log library sizes of both modalities and the 10x lane, and with both; reproducible associations were redefined
under each truth, with Fisher’s z scaled by v/n — 3 — k for k covariates (Supplementary Table 36). Removing the
technical covariates changed little: there were 98,739 reproducible associations instead of 120,649, and with 100
paired cells the atlas’s gain over paired-only estimation was 10 points in direction (95% CI, 9.6-11) and 18 in the
top pairs. Within finer states, most associations disappeared (31,509), and the gain fell to 2.8 points in direction
(2.1-3.4) and 6.5 in the top pairs; the recovered fraction became negative (—78%, against —6.6% for paired-only
estimation and —7.6% for reference regression), because the estimate, which targets the dependence within a
broad type, includes the part that lies between the finer states. Much of the within-type dependence that the
readout scores thus lies between cell states within the broad types; estimating it within finer states would require
centring the paired cells within them.
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Supplementary Table 33: One study, one draw, one atlas. Top: each draw index of the validation test scored
on its own (the atlas fixed): paired cells the estimator needed to reach the primary target, the saving over the
paired-only envelope (V1; a lower bound when paired-only estimation did not reach the target within 800) and
the ratio of the paired cells needed by the best form of reference regression to those needed by the estimator
(K2); then 2,000 resamples of donors with one draw index per fold, median and 95% interval. Bottom: the atlas’s
patients resampled (ten bootstrap replicates; first draw of paired cells), with the replicate that takes every patient
once; then the replicates combined with 200 resamples of donors each. The central 95% of these nested resamples
is a sensitivity summary: ten atlas replicates do not establish nominal coverage over new reference atlases.

Paired cells, estimator ~ Saving over paired-only (V1) Regression over estimator (K2)

Each draw of paired cells on its own (atlas fized)

Draw 1 152 5.27 1.09
Draw 2 142 5.65 1.17
Draw 3 154 5.19 0.95
Draw 4 133 6.03 1.04
Draw 5 151 5.30 1.08
One draw per fold, donors resampled 5.53 (4.21-6.68) 1.04 (0.85-1.45)
Atlas patients resampled (first draw)
Every patient once 147 5.43 1.13
Replicate 1 166 4.83 0.99
Replicate 2 160 5.00 1.05
Replicate 3 146 5.49 1.10
Replicate 4 170 4.71 1.00
Replicate 5 151 5.30 1.27
Replicate 6 159 5.04 1.08
Replicate 7 141 5.68 1.18
Replicate 8 158 5.05 1.06
Replicate 9 160 5.00 1.04
Replicate 10 152 5.28 1.13
Replicates and donors resampled 5.04 (3.85-6.34) 1.07 (0.82-1.40)

The law with data sets as units

The prospective test’s rank correlation was tested by permuting problems, but panels of 100, 200 and 400 features
of one data set are nested, and the ten problems with a measurable saving came from four data sets of two studies
(mouse lymphoid CITE-seq with two antibody panels; fly visual neurons in two connectomes). The law’s error
was therefore summarized per data set and without each data set in turn, the rank correlation was computed
between data-set means with an exact permutation test over data sets and between problems with permutations
only within data sets, and the slope of observed on predicted saving was estimated with a fixed effect per data
set (Supplementary Table 37). At half of the dependence, the law overpredicted in all 4 data sets, with median
errors of 17% to 26% when any one was left out (95% CI of the median error 11-29% resampling data sets and
13-26% resampling studies). The data sets’ averages were ranked in order (p = 1.00, exact P = 0.042, the smallest
attainable with four), the problems were ranked within data sets (P = 0.007 over all 144 permutations within data
sets), and the slope with data-set effects was 1.08 (0.99-1.26). At 30% of the dependence the law overpredicted in
all 3 data sets with a measurable saving (median error 74%); at 70%, only the two fly data sets had one (4%). Of
the 19 problems without a measurable saving at half of the dependence, 8 had both curves above the target with
25 paired cells, 10 had a curve that did not reach it within the budgets, and 1 had one curve starting above it.

A pilot that sets the budget

For each of the 29 problems of the prospective test, target accuracy (a recovered fraction of 0.3, 0.5 or 0.7)
and pilot size (50, 100 or 200 paired cells, at most a fifth of the reservoir), 100 replicates drew a random pilot
from the reservoir, estimated each block’s signal and noise from it, set the total budget to the paired cells that
Proposition S10 gives for block shrinkage at the target (never fewer than the pilot), drew the remaining cells so
that the pilot counted towards the total, fitted block James—Stein to all of them and scored the recovered fraction
against the truth cells. A replicate whose pilot showed no positive signal, or whose budget exceeded the reservoir,
used the whole reservoir and was flagged. The same fit at the budget chosen from all reservoir cells served as
reference (Supplementary Table 38). At half of the dependence, pilots of 50, 100 and 200 cells chose budgets that
reached the target in 64%, 65% and 65% of replicates, and reached at least the target less 5 percentage points in
72%, 75% and 77%. Their median totals were 84, 100 and 200 paired cells: from 100 cells on, the pilot alone
usually exceeded the budget that the law gave. The budget from all reservoir cells was a median of 0.77 times the
paired cells that block shrinkage needed, and it reached the target in 34%, 26% and 23% of replicates at 30%,
50% and 70%: the law assumes the best factor in every block, and the positive-part rule needs more cells than
that factor would. At 70%, 22% to 25% of replicates were flagged. By data set, pilots fell more than 5 points

49



Supplementary Table 34: Named within-type relationships with 100 paired cells. Programs: interferon-
stimulated (R1: ISG15, IFI6, IFT44L, MX1, OAS1, OAS2, HERC5, XAF1, EPSTI1, IFITM3, STAT2, IRF9),
MHC class IT (R2, R3: HLA-DRA, HLA-DRB1, HLA-DRB5, HLA-DQA1, HLA-DQB1, HLA-DPA1, HLA-DPBI,
HLA-DMA, HLA-DMB), cytotoxic in CD8 T cells (R4, R5: GZMB, GZMH, PRF1, GNLY, NKG7, FGFBP2,
CST7, KLRD1, ADGRG1) and in NK cells (R6, R7: GZMB, PRF1, FGFBP2, SPON2, GNLY, NKG7), and
LEF1 (R8); expected signs positive except R5 and R7. Units, held-out samples in which the cell type was scored;
held-out r, the mean over units of the relationship’s value; recovered, the fraction of the relationship recovered
by the estimator with the atlas (Est.), reference regression with the atlas (Regr.) and paired-only estimation
(Paired), each comparator in its best form for the relationship; correct sign, among units whose two halves agreed
in sign; donors, the number of donors in which the estimator’s absolute error was lower, of all donors with the cell
type scored.

Held-out Recovered (%) Correct sign (%) Donors, estimator better
Relationship Units T Est. Regr. Paired Est. Regr. Paired  than regr. than paired
R1 CD14 Mono: interferon, CD169 34 0.07 27 21 15 72 79 76 14/18 15/18
R2 CD14 Mono: MHC II, HLA-DR 34 0.47 80 46 19 100 100 93 18/18 18/18
R3 B: MHC II, HLA-DR 34 0.15 81 54 39 100 100 100 17/18 17/18
R4 CD8 T: cytotoxic, CD57 34 0.50 65 63 57 99 93 94 12/18 12/18
R5 CD8 T: cytotoxic, CD27 34 —0.49 69 66 56 99 100 99 10/18 16/18
R6 NK: cytotoxic, CD16 34 0.38 53 37 18 98 95 81 18/18 18/18
R7 NK: cytotoxic, CD56 34 —-0.05 —81 —20 0.0 36 46 0 4/18 3/18
R8 CD4 T: LEF1, CD45RA 34 0.33 55 38 29 100 100 96 18/18 18/18

Supplementary Table 35: The association test under permutation. Share of Fisher-z tests at or below each
P value when protein vectors were permuted across the cells of each half of a held-out unit (20 permutations), by
the number of cells per half; tests are gene—protein pairs.

Share of null tests at or below (%)

Cells per half Tests 5% 1% 0.1%
40-79 888,000 4.54 1.07 0.18
80-159 17,760,000 4.71 1.10 0.18
160 or more 132,312,000 4.92 1.06 0.14
All 150,960,000 4.90 1.07 0.15

short of the target in more than half of the replicates only in human cortical Patch-seq and in the chromatin of
fetal cortex at 50%, and in these and the chromatin of adult mouse cortex at 70%.

Savings at fixed accuracy

The savings summary uses each data set’s own target and counts curves that never reach it at the largest budget.
At fixed recovered fractions from 5% to 40%, the paired cells of the estimator and of paired-only estimation were
read from the published curves both with and without the running maximum, and each comparison was classed
as estimable (both curves cross the level between two budgets), unresolved above (a curve never reaches it) or
unresolved below (both start above it); estimable ratios have 95% intervals from the tests’ resamples of held-out
units (Supplementary Tables 39 and 40). Read from the raw curves, the saving could be measured in 2, 2 and 1
of the 10 data sets at 10%, 20% and 30% recovery (geometric means 1.7, 2.5 and 4.9), and the running maximum
changed none of the counts. At 20%, the other comparisons were unresolved because paired-only estimation did
not reach the level within 800 paired cells (four data sets), because neither method did (two) or because the
estimator had already exceeded it with 25 paired cells (two). The summary’s savings, read at each data set’s
own target and counting curves that never reach it, therefore rest on comparisons that fixed levels mostly leave
unresolved.
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Supplementary Table 36: The readout under other held-out truths. The atlas estimate minus paired-only
estimation (best of eight methods at each budget) and minus reference regression (best of six forms), with 100
paired cells and 95% intervals from resampling donors, in the share of reproducible associations whose direction
was predicted (E1), the share of reproducible associations of the predicted direction among the 100 largest
predictions (E2) and the recovered fraction. Truths: centred within the five broad types (the published readout),
within the authors’ finer cell states, within broad types after residualizing on log library sizes and the 10x lane,
and both.

Estimator minus comparator (points)

Held-out truth Units  Associations ~ Comparator Direction (E1) Top 100 (E2) Recovered
Broad types (published) 170 120,649  Paired only 11 (10 to 12) 19 (18 to 20) 19 (17 to 20)
Regression —0.1 (—0.5t0 0.2) —2.8 (—3.6 to —1.9) 0.1 (—1.3 to 1.6)
Finer states 170 31,509  Paired only 2.8 (2.1 to 3.4) 6.5 (6.1 to 7.0) —71 (—87 to —58)
Regression —2.0 (—2.7to —1.3) —1.9 (—2.2 to —1.6) —70 (—85 to —57)
Technical covariates 170 98,739  Paired only 10 (9.6 to 11) 18 (17 to 19) 13 (11 to 16)
Regression 0.1 (—0.3 to 0.5) —1.7 (-2.3 to —1.1)  —3.9 (—5.8 to —2.0)
Both 170 26,750  Paired only 3.2 (2.6 to 3.6) 5.6 (5.1 t0 6.1)  —89 (—107 to —73)
Regression —0.6 (—1.2 to —0.0) —1.0 (—1.2 to —0.7) —87 (—104 to —71)

Supplementary Table 37: The law with data sets as units. Per data set with a measurable saving: problems,
median absolute error of the law (2!1082(observed/ law)| _ 1), median ratio of the observed to the predicted saving,
and the median error over the other data sets. All: the median error with 95% intervals from resampling data sets
and, in the same parentheses, studies. Then the rank correlation of data-set means with its exact permutation P
value, the problem-level rank correlation with permutations within data sets, the slope of log observed on log
predicted saving with a fixed effect per data set (95% interval from resampling data sets), and the problems
without a measurable saving by reason.

Data set Problems Median error (%) Observed / law  Without this data set (%)

Half of the dependence recovered (primary)

Fly visual neurons, BANC 2 10 0.91 25
Fly visual neurons, FlyWire 3 18 0.85 26
Mouse lymphoid organs, 111 proteins 3 26 0.80 18
Mouse lymphoid organs, 206 proteins 2 35 0.74 17

All 10 21 (11-29; studies 13-26)

rank correlation of data-set means 1.00 (exact P = 0.042, 4 data sets); problem-level p = 0.98, permutations within data sets
P = 0.007 (144); slope with data-set effects 1.08 (0.99-1.26).

Not measurable: 10 a curve does not reach the target within the budgets; 8 target below both curves at the smallest budget;
1 one curve starts above the target.

80% recovered

Human cortex Patch-seq 2 144 0.41 61
Mouse lymphoid organs, 111 proteins 3 68 0.60 81
Mouse lymphoid organs, 206 proteins 3 54 0.65 99

All 8 74 (54-144; studies 61-144)

rank correlation of data-set means 1.00 (exact P = 0.167, 3 data sets); problem-level p = 0.95, permutations within data sets
P = 0.028 (72); slope with data-set effects 0.98 (-2.39-1.22).

Not measurable: 9 target below both curves at the smallest budget; 7 a curve does not reach the target within the budgets; 5
one curve starts above the target.

70% recovered

Fly visual neurons, BANC 2 2 1.02 5
Fly visual neurons, FlyWire 3 5 0.95 2
All 5 4 (2-5; studies 4-4)

problem-level p = 1.00, permutations within data sets P = 0.083 (12); slope with data-set effects 1.02 (0.99-1.15).
Not measurable: 15 a curve does not reach the target within the budgets; 9 one curve starts above the target.
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Supplementary Table 38: A pilot that sets the budget. For each target and pilot size, over the 29 problems
of the prospective test (each weighted alike; problems whose reservoir was too small for a pilot size used the
largest pilot allowed, a fifth of the reservoir): the median over problems of each problem’s median achieved
recovered fraction, with the interquartile range over problems; the share of replicates reaching the target, and
the share reaching at least the target less 5 percentage points (overshooting included); the median total budget,
pilot included; its median ratio to the paired cells that the observed curve needed (problems whose curve crossed
the target); and the share of replicates flagged (no positive signal in the pilot, or a budget beyond the reservoir,
so that the whole reservoir was used). All reservoir cells: the budget chosen with the block moments of every
reservoir_cell.

Achieved  Reached  Reached target Budget /  Flagged

Target  Pilot Problems (%; IQR) (%) —5 points (%)  Budget needed (%)
30% 50 cells 29 41 (34-90) 73 78 50 0.99 0
100 cells 29 41 (35-94) 7 82 100 1.02 1

200 cells 29 48 (34-97) 83 87 200 1.16 1

All reservoir cells 29 23 (12-26) 34 45 32 0.57 0

50% 50 cells 29 54 (48-90) 64 72 84 1.16 5
100 cells 29 53 (48-94) 65 75 100 1.12 8

200 cells 29 53 (48-97) 65 s 200 0.87 10

All reservoir cells 29 46 (40-48) 26 50 86 0.77 0

70% 50 cells 29 68 (60-90) 46 56 181 0.82 22
100 cells 29 69 (61-94) 48 59 181 0.85 24

200 cells 29 70 (61-97) 56 61 200 0.99 25

All reservoir cells 29 67 (61-69) 23 49 181 0.82 0

Supplementary Table 39: Savings at fixed accuracy. Over the nine benchmark data sets and the external test,
at each recovered fraction: comparisons that could be made (both the estimator and the paired-only envelope
cross the level between two budgets), the geometric mean of their savings, and comparisons left unresolved because
a curve never reached the level (above) or one or both curves started above it with 25 paired cells (below), read
from the raw curves and from their running maximum.

Raw curves Running maximum

Recovered Estimable Geometric mean Above Below Estimable Geometric mean Above Below
5% 3 4.29 4 3 3 4.29 4 3
10% 2 1.74 6 2 2 1.74 6 2
15% 2 2.07 6 2 2 2.07 6 2
20% 2 2.46 6 2 2 2.46 6 2
30% 1 4.88 7 2 1 4.88 7 2
40% 2 3.39 8 0 2 3.39 8 0

Supplementary Table 40: Savings at fixed accuracy per data set. Ratio of the paired cells needed by
paired-only estimation to those needed by the estimator at 10%, 20% and 30% of the dependence recovered, read
from the raw curves, with 95% intervals from the tests’ resamples of held-out units; otherwise the reason the
comparison is unresolved.

Data set

10% recovered

20% recovered

30% recovered

External test (OverCITE-seq)
Blood (Hao)

Blood (Stephenson)

Bone marrow CITE-seq

Colon

Bone marrow RNA—chromatin
Patch-seq, visual cortex
Patch-seq, motor cortex

Fly, female

Fly, male

2.62 (2.06-3.27)

paired only not reached
not reached

paired only not reached
paired only not reached
paired only not reached
1.15 (0.97-1.33)

not reached

both above at 25

both above at 25

4.35 (3.21-5.19)

paired only not reached
not reached

paired only not reached
paired only not reached
paired only not reached
1.40 (1.17-1.59)

not reached

estimator above at 25
estimator above at 25

4.88 (3.22-6.03)

paired only not reached
not reached

paired only not reached
not reached

not reached

paired only not reached
not reached

estimator above at 25
estimator above at 25
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