Estimating Cross-Modal Dependence with Fewer Paired Cells

Abstract

Measuring two modalities, such as RNA and protein, in the same cells shows how they vary together,
but paired assays are costly. Unpaired measurements, which make up most single-cell data, cannot
reveal this but provide each modality’s principal axes and covariance within cell types. In a prespecified
test on an independent blood study, our estimator with 147 paired cells and another study’s atlas
estimated RNA-protein correlations within broad cell types better than paired-only methods with
800. With 100 paired cells, it predicted the direction of 8% of reproducible gene—protein associations,
against 75% for paired-only methods (follow-up). Across nine further data sets, paired-only methods
needed at least 3.1 times as many paired cells as our estimator to reach data-set-specific targets
(descriptive geometric mean). In a prespecified test, the distribution of correlations and noise along
the axes predicted their saving in the four data sets from two studies where it could be measured.
Without paired cells, population averages identify correlations only where populations differ.

Introduction

A protein’s abundance depends only partly on that
of its messenger RNA, because translation and
protein turnover are regulated separately and dif-
fer between cell types and states' 3. Assays that
measure RNA together with a second modality
in the same cell show how the two vary together.
Such paired assays exist for surface proteins*®,
chromatin accessibility® and, in neurons, electro-
physiology”, and they have resolved cell states
that neither measurement shows alone®*. They are
costly, however, and most single-cell data, includ-
ing the atlases that combine many studies'0 12,
measure one modality per cell. When two modali-
ties are measured in separate cells, their individual
patterns of variation remain observable, but the
correspondence between RNA and protein profiles
is lost 1314,

Computational methods restore this correspon-
dence in two ways. Some learn a mapping from
cells measured in both modalities, which we call
paired cells, and apply it to cells measured in
one ™19 Others align cells measured separately
through shared factors, corresponding features or
distances between cells??"?2. Knowing how each
modality varies does not, however, determine how
the two vary together. The same two distributions
are compatible with many joint distributions?324,
so any prediction from unpaired data alone rests
on an assumption that picks one of them?2°. Meth-
ods that combine a small paired data set with large
unpaired ones instead learn how the modalities
vary together from the paired cells'?26:27, Bridge
integration has examined how the size and com-
position of a paired reference affect integration!'?.
We address a different endpoint: how many paired

cells are needed to estimate correlations within cell
populations, and how unpaired covariance from the
same or another study changes that requirement.

By dependence we mean the matrix of correla-
tions between the features of two modalities within
a population of cells, such as one cell type in one
donor. Here we show that unpaired data make a
small paired sample far more informative about the
dependence, in two ways (Fig. 1). First, the depen-
dence concentrates along each modality’s leading
principal axes, the directions in which cells vary
most, and unpaired cells reveal these axes. A small
paired sample can then focus on the few leading
axes, which carry most of the dependence. Second,
each cell type’s RNA covariance in unpaired cells
turns an estimate pooled over cell types, which
a few paired cells can support, into one for that
type. We test this in a blood study that we had
not analysed before, with an atlas from another
study, and in data sets spanning tissues, species
and pairs of modalities. We then show that how
many paired cells the axes save can be predicted
from where the dependence and the noise lie along
them. Finally, we show that without paired cells,
population averages identify the dependence only
along the directions in which those averages differ.

Results

Unpaired cells show where the
dependence lies

Unpaired cells cannot reveal the dependence
(Proposition S1), but they show where to look for
it: along each modality’s principal axes, ordered
from the leading axes, which carry the most varia-
tion, to many trailing ones (Fig. 1a). In the eight



benchmark data sets with recoverable dependence
(described below; exploratory), the dependence
concentrated along the leading axes. The five
leading RNA axes carried 73% of its sum of
squares, and the trailing axes carried mostly noise
(Supplementary Note 7).

Our estimator uses these axes in three steps
(Fig. 1b; Methods). First, it removes each popu-
lation’s average from its paired cells, so that only
variation within populations remains. It subtracts
the unpaired cells’ averages when these come from
the same populations and otherwise replaces the
paired cells of each population by contrasts, differ-
ences between them, so that shifts in the average
between sites, batches and studies cancel. Sec-
ond, it computes the correlations between each
gene’s RNA and each protein in the paired cells
and rotates them onto the principal axes of the
unpaired cells. It groups the rotated correlations
into blocks, from the leading axes to the trailing
ones, and multiplies each block by a factor between
zero and one, the James-Stein factor?®29, esti-
mated from the paired cells (block shrinkage). A
block whose entries are large compared with their
noise is left nearly unchanged, and a block dom-
inated by noise is shrunk to or near zero. Third,
because a small paired sample cannot reliably esti-
mate dependence separately within every cell type,
a cell-type map turns this pooled estimate into one
for each cell type, using that type’s RNA covari-
ance in the unpaired cells. The map assumes that
protein depends on RNA through the same linear
relation, which we call a channel, in every cell type;
under that assumption it follows from an exact
relation between covariances (Proposition S7). For
estimation, the map is regularized (Methods). The
block partition, shrinkage rule and map construc-
tion were fixed during development; their inputs
are estimated from the paired and unpaired cells
without using held-out cells.

Block shrinkage along the unpaired axes concen-
trates estimation on blocks that carry dependence.
With the best fixed multiplier for each block
(oracle-linear shrinkage), a block without depen-
dence adds no error however many genes and
proteins it spans. The oracle budget is therefore set
by the noise in the signal-bearing blocks. Proposi-
tion S9 bounds the difference between the oracle
and implemented estimators’ root mean-squared
erTors.

We scored each estimate in held-out cells, which
were never used for estimation, by the fraction of
the dependence it recovered. Like the fraction of
variance that a regression explains, this is 100%
for exact recovery, 0% for predicting zero correla-
tion and negative for estimates worse than that
(Methods). An estimate’s budget is the number of
paired cells it uses. The primary comparator in the

empirical estimator tests is paired-only estimation:
at each budget, the best of four established meth-
ods that use only paired cells. The saving is the
number of paired cells that paired-only estimation
needs to reach a given accuracy divided by the
number the estimator needs. We label analyses pre-
specified (protocol registered before any held-out
result was computed), follow-up (registered after
a test was scored, before any of its own quantities
was computed) or exploratory (Methods).

An atlas from another study cuts the
budget of paired cells

A laboratory planning a paired study usually has
unpaired profiles at hand, from its own runs, from
other studies or from atlases, large collections of
cells from many donors. In a prespecified validation
test, we assessed the benefit of an external atlas for
a study of healthy blood that we had not analysed
before (Fig. 2a,b). The study measured RNA and
surface proteins in the same cells by CITE-seq
(cellular indexing of transcriptomes and epitopes by
sequencing)®’. In the primary arm, the unpaired
cells came from the CITE-seq atlas of a COVID-
19 study of 118 patients, profiled at other sites
with another antibody panel'. RNA and protein
covariances were estimated from disjoint sets of
atlas cells, with cell types defined by the published
annotations. We held out each of 34 samples from
18 donors in turn and scored the dependence within
five broad cell types. Paired cells came from two
other samples of the held-out sample’s processing
pool, a set of samples processed together. The
held-out donor contributed none of the paired or
unpaired cells used for estimation.

With the atlas, the estimator reached the test’s
accuracy target, half of the best recovery that any
method reached at any budget, with 147 paired
cells. Paired-only estimation did not reach it within
800 (saving at least 5.4-fold; 95% CI, 4.8-6.0). With
100 paired cells, the estimator recovered 23% of
the dependence, against 3.5% for paired-only esti-
mation (Fig. 2a). The saving held for every donor
and processing pool (exploratory) and when each
curve came from a single draw of paired cells rather
than the average of five (follow-up; Supplementary
Tables 15, 16 and 33). With unpaired cells from
the study itself, measured with the same assay, the
estimator needed fewer paired cells still: 70 with
cells of the study’s other pools and donors and
110 with the remaining cells of the paired samples
themselves (Fig. 2b).

Other methods given the same paired cells and
atlas also gained from it (follow-up comparison;
Fig. 2b; Supplementary Table 13). Reference regres-
sion, a ridge regression that predicts each protein
from RNA in the paired cells and then converts the
coefficients into RNA—protein correlations using
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Fig. 1 Estimating the dependence between modalities from a few paired and many unpaired cells. a, Paired
assays measure RNA (z) and protein (y) in the same cells and so observe how they vary together; separate assays observe
how each modality varies, but not how the two vary together. b, The estimator. 1, The paired cells of each population
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the atlas’s RNA correlations, reached the target
with 169 paired cells. Champollion?”, which learns
from paired cells how to match unpaired ones,
and semi-supervised canonical correlation analy-
sis (SemiCCA)2¢ needed more. Most of the saving
thus came from the atlas’s correlations, whichever
method used them.

The gain extended to individual gene—protein
associations. In a follow-up readout, we split the
held-out cells of each sample and cell type into
halves. We called a gene—protein pair a repro-
ducible association if its correlation had the same
sign in both halves, with P < 0.01 in each, and
3.2% of pairs qualified. With 100 paired cells,
the estimator and reference regression, each given
the atlas, predicted the direction of 86% of these
associations correctly, against 75% for paired-only
estimation and 50% for guessing (Fig. 2¢). Of the
estimator’s 100 strongest pairs in each sample and
cell type, 47% were reproducible associations with
the predicted sign, against 28% for paired-only esti-
mation (Fig. 2d). All eight planned comparisons

with paired-only estimation favoured the estima-
tor with the atlas at budgets of 50 to 150 paired
cells after correction for multiple testing, and it
predicted more directions correctly than paired-
only estimation in 18 of 18 donors (Fig. 2e). The
gains held at other significance thresholds and
after technical covariates were removed, and the
association test gave the expected rate of false pos-
itives when proteins were permuted among cells
(Supplementary Tables 10, 11, 12, 35 and 36).

To show which biological relationships become
recoverable, we chose eight relationships between a
gene program (a set of genes that act together) and
a protein within a cell type from prior knowledge,
before scoring them (follow-up; Fig. 2f; Supple-
mentary Table 34). With 100 paired cells, the
estimator’s recovery exceeded that of reference
regression for 7 of the 8 relationships and that
of paired-only estimation for 7 of the 8. For the
association between MHC class II genes and HLA-
DR protein in CD14 monocytes, it recovered 80%,



against 46% for reference regression and 19% for
paired-only estimation.

A reference transfers through its axes
and cell-type maps, not its averages

The atlas contributes principal axes, along which
the paired estimate is shrunk, and each cell type’s
covariance, which the maps use. In a follow-up anal-
ysis, we rescored the validation test with the atlas’s
axes alone, its maps alone or neither (Fig. 3a). With
100 paired cells, the axes alone recovered 7.8% of
the dependence within cell types and the maps
alone 4.7%, against 2.4% with neither, whereas
together they recovered 23%. The axes make the
pooled estimate accurate from few cells, and the
maps make it specific to each cell type.

The maps also carry the atlas’s mix of cell
types: they use the atlas’s covariance pooled over
cell types, which weights each cell type by its pro-
portion in the atlas rather than in the paired cells.
We rebuilt the atlas with its B cells and CD14
monocytes, or its CD4 and CD8 T cells, taken
from only 15 of its 118 patients (exploratory).
With the pooled covariance reweighted to the cell-
type proportions of the paired cells (follow-up),
the estimator reached the target with 148 and 311
paired cells, against 145 for the unchanged atlas on
the same draws, or 131 with its maps reweighted;
the axes of the skewed atlases worked as before
(Fig. 3b). An atlas containing every cell type but
drawn from only 15 of the 118 patients let the
estimator reach the target with 185 paired cells
(exploratory; Fig. 3c).

Correlation structure carried over between sites
and between animals, whereas averages did not
(Supplementary Fig. 2). The bone-marrow test, a
prespecified test on cells profiled at four sites??,
centred each population’s paired cells on their
own average. With unpaired cells from other sites’
donors, the estimator reached half of the best recov-
ery with 205 paired cells. Paired-only estimation
did not reach it within 800 (saving at least 3.9-fold;
95% CI, 3.3-4.5), and with contrasts the estimator
needed 125 (exploratory). In the fly, whose con-
nectomes map every neuron and synapse, neurons
that connect the brain and the nerve cord have
synaptic partners on both sides, which we treated
as two modalities. A prespecified secondary anal-
ysis of the benchmark kept the paired neurons
of one connectome?®? and took the unpaired neu-
rons from two other animals, one reconstructed
only in the brain3*3® and one only in the nerve
cord?. With 100 paired neurons centred by con-
trasts (exploratory), the estimator recovered 60%
of the dependence, against 56% with unpaired neu-
rons from the same animal and 36% for paired-only
estimation.

An exploratory analysis of the bone-marrow
test compared unpaired RNA from single nuclei
with RNA from whole cells (Fig. 3d). Without
maps, the two recovered about the same. With
whole-cell maps and 800 paired cells, nuclear axes
recovered 26% of the dependence, against 35% with
whole-cell axes and maps, so nuclear RNA supplied
useful axes.

A threefold saving across tissues,
species and pairs of modalities

We developed the estimator on two perturbation
screens that measured RNA and surface proteins
in cells carrying single-gene knockouts: Perturb-
CITE-seq of melanoma cells3” and ECCITE-seq of
monocytic THP-1 cells®®. With 100 paired cells, it
recovered 48% and 37% of the dependence in cells
whose knocked-out gene had been held out, against
16% and 21% for paired-only estimation (Fig. 4a,d).
The gain came from the unpaired axes. The same
shrinkage along axes estimated from the paired
cells, or in the original coordinates, recovered far
less, whereas 500 unpaired cells per modality kept
most of the gain (Fig. 4d).

We then tested the fixed estimator on ten data
sets not used to develop it. In a prespecified exter-
nal test on primary T cells that each overexpress
one gene?, it reached its target, 30% recovery,
with 73 paired cells, whereas paired-only estimation
needed 357. It met all three prespecified compar-
isons, with paired-only estimation, SemiCCA and
Champollion (Fig. 4b). A prespecified benchmark
then held out donors, patients, mice, recording
days or neuron types in nine data sets. Seven pair
RNA with surface proteins, chromatin accessibility
or the electrical recordings of the same neurons
(Patch-seq), and two pair the brain and nerve-cord
partners of fly neurons (Fig. 4c; Methods). In these
tests, the unpaired cells were cells of the same
data set that kept only one of their two modalities,
and the paired cells were centred on the unpaired
cells’” averages (Methods). In the nine of these ten
data sets in which any method recovered depen-
dence, paired-only estimation needed at least 3.1
times as many paired cells as the estimator to
reach each data set’s target (descriptive geometric
mean, exploratory; 95% CI, 2.4-3.2; range, 1.4 to
at least 6.4; Fig. 4c). Over the eight benchmark
data sets with recovered dependence, SemiCCA,
which also uses unpaired cells, needed at least 2.3
times as many (geometric mean; 95% CI, 1.8-2.4;
Supplementary Note 6).

Where the dependence lies predicts
how much the axes save

To isolate what the unpaired axes save, we com-
pared block shrinkage with single-block shrinkage,
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Fig. 2 An atlas from another study reduces the number of paired cells a new blood study needs. a, Validation
test (prespecified): fraction of the dependence within broad cell types recovered in a held-out sample against the number of
paired cells, drawn from two other samples of its processing pool and centred by contrasts, pooled over 34 held-out samples.
Unpaired cells came from an atlas of another study, the study’s other pools and donors, or the paired samples themselves;
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range) and each method’s mean prediction with 100 paired cells.
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which shrinks all entries together as one block;
neither used cell-type maps. We call the number
of paired cells that single-block shrinkage needs
to reach a given accuracy, divided by the num-
ber block shrinkage needs, the axes’ saving. Two
sets of shares describe the blocks: the dependence
shares, the fraction of the dependence in each block,
and the noise shares, the fraction of the per-cell
noise. With oracle-linear shrinkage, the axes’ saving
follows from these shares in closed form (Proposi-
tion S10; Fig. 1c). It is one when the two sets of
shares coincide, as they nearly do for random axes.
It grows as the dependence concentrates in blocks
that carry little of the noise, and at low accuracy
it approaches 1+ x?(w || ), where the chi-squared
divergence x? measures how far the dependence
shares w depart from the noise shares . We call
this relation the law.

The law’s inputs can be measured. Unpaired
cells give the noise shares that the modalities
would have if they were independent. A small
pilot of paired cells gives unbiased raw estimates
of each block’s squared dependence; we form
plug-in estimates of the dependence shares by set-
ting negative estimates to zero and normalizing
(Proposition S11).

We developed the protocol for applying the law
on the nine benchmark data sets after they had
been scored (Fig. 5a) and then tested it prospec-
tively, fixing the protocol before extracting ten
more data sets. Analysed with panels of 100, 200
and 400 features, these gave 29 problems. In 10
of them, from four data sets in two studies, the
axes’ saving could be measured within the budgets
tested (Fig. 5c; Supplementary Table 22). All six
prespecified hypotheses were met (Supplementary
Table 1). The law’s median error was 21% (95%
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Fig. 4 A threefold saving of paired cells across tissues, species and pairs of modalities. a, Development: fraction
of the dependence within culture conditions recovered in held-out perturbations of the melanoma screen (141 groups from 51
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cells the same unpaired cells. Paired cells only, paired-only estimation, the best at each budget of four methods that use
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test’s target. b, Prespecified external test in OverCITE-seq (11 held-out overexpressed genes); band, 95% interval of the
estimator from resampling held-out genes. ¢, Number of paired cells needed by paired-only estimation divided by the number
the estimator needed, at each test’s target (30% recovery in the external test; half of the best recovery in the benchmark),
with 95% intervals from resampling held-out units. Open symbols, lower bounds: paired-only estimation did not reach
the target within the largest budget, or the estimator reached it at the smallest. CNS, central nervous system. Diamond,
descriptive geometric mean over the nine data sets with recovered dependence, including the lower bounds. d, Recovery
with 100 paired cells by the estimator, by versions with one part removed or replaced or with only 500 unpaired cells per
modality, and by paired-only estimation, in the melanoma (filled) and monocyte (open) screens.

CI, 11-29%; Fig. 5a), and it ranked the problems
almost perfectly (Spearman p = 0.98). Averaging
the problems within each data set preserved their
ordering (follow-up; Supplementary Table 37).

In a follow-up analysis, a random pilot of 50
to 200 paired cells was used to estimate the law’s
inputs and to set the total budget for block shrink-
age, pilot included. At a target of 50% recovery,
block shrinkage with these budgets reached the
target in 64% to 65% of random pilots (Fig. 5d;
Supplementary Table 38).

Population averages identify the

dependence only where populations
differ

Differences between populations offer a route to
the dependence that needs no paired cells. Suppose,
as the cell-type maps do, that every population
shares one channel, and that each population is
profiled in both assays, even if in different cells.
The populations’ average RNA and protein then
determine the channel along the directions in which
their average RNA profiles differ. Population aver-
ages alone leave it undetermined along all other
directions (Proposition S2; Fig. 1d).
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cells needed by single-block James—Stein shrinkage divided by the number needed by block shrinkage along the unpaired
axes, both without cell-type maps. a, At 50% recovery, observed saving against the saving predicted by Proposition S10
from each block’s dependence and noise in the reservoir (the cells from which paired cells are drawn), in the prospective
test (coloured symbols; the 10 of 29 problems with a measurable saving; FlyWire and BANC, two fly connectomes) and
on the nine benchmark data sets used to develop the law’s protocol (grey circles). Solid line, equality; dashed lines, £25%.
b, The same at 30% (open symbols) and 70% (filled) recovery. ¢, Every prospective problem at 50% recovery, placed by
the law’s prediction: measured; not measurable because a curve already exceeded the target with 25 paired cells; or not
measurable because a curve did not reach it within the budgets tested. Colours, pairs of modalities. d, Budgets set from a
pilot (follow-up): recovery achieved when a random pilot of 50, 100 or 200 reservoir cells set the total budget at a target of
30%, 50% or 70%, the pilot counted in the total. Points, median over problems of each problem’s median over 100 replicates;
bars, interquartile range over problems; diamonds, the budget set from every reservoir cell; dashed lines, the targets.

Blood donors differ mainly in their mix of cell
types. Under a prespecified protocol, we learned
a channel from the 118 patients of the COVID-19
study that supplied the atlas above?! by regress-
ing each patient’s average protein profile on their
average RNA profile across patients, a form of eco-
logical regression’4!. Each patient’s RNA and
protein averages came from different cells. We then
predicted the gene—protein correlations of eight
donors of a second cohort®. Relative error was the
Frobenius norm of the prediction’s error divided
by that of the held-out correlation matrix, where
the Frobenius norm is the square root of the sum
of squared entries; predicting zero correlation gives
1. The channel’s relative error was 0.292, against
0.949 when the training patients’ averages were
paired at random (P = 0.005, the smallest attain-
able??; Fig. 6a). Its improvement over predicting
zero correlation was 82% (95% CI, 80-84%) of
that achieved by the same regression fitted to the
training patients’ paired cells. As expected when

donors differ only in their mix of cell types (Propo-
sition S3), the dependence the channel captured
lay between cell types: the part of the correlation
due to differences between cell types was nearly
as large as the whole (97% of its Frobenius norm;
exploratory; Supplementary Fig. 1).
Perturbations create variation within a cell
type, but along few directions. In the melanoma
screen, under a prespecified protocol, channels
learned from the averages of 505 populations,
one per knocked-out gene and culture condition,
recovered 6.8% of the dependence in held-out per-
turbations (95% CI, 4.1-9.4%). The same model
fitted to the paired cells of other knockouts recov-
ered 37% (Fig. 6b). For the genes and proteins
of the interferon response, which the knockouts
affected most, the channels recovered 43% of the
dependence (exploratory). This recovery rested on
the perturbations with the largest effects: with-
out the five training perturbations that shifted
RNA most, it fell to 7.9%, against 36% without



five random ones (exploratory; Fig. 6¢). Popula-
tion averages thus identified the dependence along
the directions in which populations differed, as
Proposition S2 predicts.

Discussion

Only paired cells show directly how two modalities
vary together, yet a few sufficed, because unpaired
cells supplied two complementary kinds of struc-
ture. Their principal axes separate the dependence
from the noise, so that a few paired cells estimate
the dependence pooled over cell types, and how
much the axes save can be predicted from where the
dependence lies relative to the noise. Their covari-
ance within each cell type then turns the pooled
estimate into one for each type. This mapping step
determined whether a reference from another study
transferred: references of the same assay trans-
ferred, and reweighting to the paired cells’ cell-type
proportions let skewed references reach the target
again. Correlation structure measured with the
same assay carried over between sites, studies and
animals, whereas averages did not; batch correc-
tion assumes the same when it removes shifts in
average and scale between batches 344,

For a laboratory planning a paired study, these
results suggest using same-assay unpaired pro-
files from the study when available, or an atlas
reweighted to the paired sample’s cell-type propor-
tions. A paired pilot can help assess the potential
saving from the unpaired axes. Reference regres-
sion, which likewise passes the paired estimate
through the atlas’s covariance, came closest to
the estimator. Without paired cells, population
averages determine the dependence only along the
directions in which they differ, as when bulk tissue
profiles are separated into cell types*®. Along the
other directions, other information or assumptions
are needed, such as covariance shared between pop-
ulations (Supplementary Note 1). These directions
show which parts of a prediction made without
pairs rest on population averages and which rest
on further assumptions, such as those of alignment
methods 222,

Limitations

Scope. Our estimator targets linear dependence
within populations, so nonlinear relations are out-
side its scope. Because unpaired data do not
determine the dependence (Proposition S1), the
saving rests on the dependence concentrating along
the leading unpaired axes, as it did here. The
exact covariance relation underlying the cell-type
maps assumes a shared channel (Proposition S7);
the implemented maps regularize this relation and
may retain bias (Supplementary Note 5). The risk

bound for the estimated shrinkage factors (Propo-
sition S9) is absolute and can be loose for small
blocks or heavy-tailed cross-products. It assumes
independent cross-products of paired cells, which
contrasts break; after contrasts, the noise estimate
is calibrated only empirically (Proposition S12).

Centring and transfer. The validation test
examined a workflow revised after the bone-marrow
test had been scored. As prespecified, the bone-
marrow test centred each population’s paired cells
on their own average, which biased the noise esti-
mate downwards and, with few paired cells, gave
estimates worse than predicting zero correlation
(Fig. 2a; Supplementary Fig. 2a). With nuclear
RNA as its unpaired cells, neither the estimator nor
paired-only estimation reached the target, so its
second hypothesis was not met. Using nuclear RNA
for both the axes and the maps, the estimator recov-
ered only 7.3% of the dependence (exploratory).
Centring on the averages of other sites or animals
made the estimator worse than predicting zero cor-
relation at every budget (Supplementary Fig. 2);
the prespecified fly analysis, which centred on the
other animals’ averages, recovered —78% with 100
paired neurons. With unweighted maps, the esti-
mator did not reach the target with either skewed
atlas within 800 paired cells (Fig. 3b), and with
25 paired cells reweighted maps were worse than
predicting zero correlation.

Validation test. The validation covers one blood
study and five broad cell types, and its readout and
the comparison with other methods were specified
after it had been scored. The test assumes com-
mon cell-type annotations supplied by the original
studies; it does not evaluate labels inferred sepa-
rately from each retained modality. As in the other
tests, its intervals are conditional on the fitted
predictions, reference data, panels, paired samples
and fold design (Supplementary Note 11 examines
single draws and reference resampling). Using the
atlas required 1.34 times as many paired cells as
using the paired samples’ own unpaired cells (95%
CI, 1.15-1.56), so the prespecified criterion for call-
ing the atlas no worse was not met. Given the atlas,
the estimator’s advantage over reference regression
was small and unstable (ratio 1.15; 95% CI, 1.003~
1.36; Supplementary Table 33). Its advantage over
Champollion was not significant. A larger share of
reference regression’s top-ranked pairs were repro-
ducible associations, and the estimator predicted
more directions correctly than reference regression
in only 10 of 18 donors. The readout’s associations
are reproducible between halves of a held-out sam-
ple, not across cohorts, and most lay between the
finer cell states annotated by the study’s authors,
within which 31,509 rather than 120,649 qualified.
Against the dependence within finer states, pre-
dictions for broad cell types kept an advantage of
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Fig. 6 Without paired cells, population averages identify the dependence only where populations differ. a,
Relative error (the Frobenius norm of the error divided by that of the held-out correlations; 1 for predicting zero correlation)
of predicted correlations between 206 genes and 122 proteins in eight donors of a blood cohort not used for training (small
points, donors; large points, averages), for all cells and within matched cell types; dashed line, no dependence. No pairs, a
channel learned from the population averages of 118 patients of another study; paired cells, other donors, the same regression
fitted on those patients’ paired cells; own paired cells, the held-out donors’ own paired cells, which learning without pairs
cannot use. b, Melanoma screen: fraction of the dependence within conditions recovered in 141 held-out groups of knocked-out
gene and condition, for the genes and proteins of the interferon response (34 Hallmark genes and their antibodies; circles),
for all other genes and proteins (open circles) and for all of them (diamonds, the primary endpoint), with 95% intervals from
resampling held-out perturbations. No pairs, channels learned from the averages of 505 training populations; paired cells,
other knockouts, the same model fitted to their paired cells. ¢, Interferon-response recovery without pairs after removing
the training perturbations ranked highest by exposure (how far a perturbation moves RNA along directions in which cells
already vary), as planned (triangles), by effect strength (the size of its shift in average RNA; squares) or at random (points;
50 draws); dashed line, all training perturbations. d, Prespecified replication in the monocyte screen (55 held-out groups):
recovery over all genes and proteins (diamonds) and for the interferon-response genes and proteins (circles), with 95%
intervals; controls learn the channel from populations relabelled at random within condition (pseudo-populations) or from
averages paired at random.

2.8 percentage points over paired-only estimation data sets had been scored; at the registered tar-
in direction but recovered —78%, against —6.6% get, the geometric-mean saving was 1.5 (95% CI,
for paired-only estimation and —7.6% for reference 1.4-1.6). Six of the nine savings are lower bounds,
regression. For the weak association between cyto- and at a fixed 20% recovery the saving could be
toxic genes and CD56 in NK cells, the estimate measured in only 2 of 10 data sets (Supplementary
was worse than predicting zero correlation. Table 39). The external test’s registered scoring
Benchmark. The 3.1-fold saving is a descriptive code scored a one-sided variant of the estimator,
geometric mean at each data set’s own target, com- not the planned two-sided one; both met all three
puted after all tests had been scored, not the saving hypotheses (Supplementary Note 5).
to expect in a new study. The benchmark’s tar- The law. The law approximates the axes’ saving,
get and its rule for setting aside data sets without not the estimator’s saving over paired-only estima-
recovered dependence were amended after some tion. An earlier form, fixed before the benchmark
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to predict the latter, did not predict the ranking
of the benchmark’s savings at the registered tar-
get (Spearman p = —0.09) or the amended one
(p=0.42; P = 0.104), and the law was developed
on those data sets afterwards. That unpaired noise
shares approach the true ones as the dependence
weakens is shown only for jointly Gaussian mea-
surements (Proposition S11). The prospective test
rests on 10 of 29 problems, from four data sets
of two studies; in them the law overpredicted the
axes’ saving by about a fifth at 50% recovery and
by three quarters at 30%. It did not hold for sparse
chromatin counts. Treating the four data sets as
exchangeable gives a rank-test P value of 0.042,
the smallest attainable; the two study families pro-
vide limited evidence for prediction across studies.
A pilot of up to 200 paired cells predicted the axes’
saving with a median error of 12% (95% CI, 4—
147%). Because the law assumes the best factor
in every block, the budget it set from all available
paired cells was a median 0.77 times what block
shrinkage needed and reached 50% recovery in only
26% of replicates, and pilots of 100 or 200 cells
usually exceeded the budget that the law set.

Learning without pairs. In blood, within cell
types, where donors hardly differ, the channel’s
predictions were worse than predicting zero corre-
lation (relative error 1.082; 95% CI, 1.014-1.162;
Fig. 6a), so the prespecified hypothesis on recovery
within cell types was not met. In colon, a channel
learned in blood was barely better than predict-
ing zero correlation (relative error 0.988), achieved
—12% (95% CI, —49 to 15%) of the improvement
that paired cells gave and was worse than predict-
ing zero correlation within cell types (relative error
1.274), so neither colon hypothesis on recovery was
met. In the melanoma screen, learning without
pairs recovered 18% (95% CI, 12-25%) of what
the same model recovered from paired cells, short
of the prespecified half. Removing the five train-
ing perturbations ranked highest by exposure, the
planned ranking (how far a perturbation moves
RNA along directions in which cells already vary),
left the interferon recovery at 41%, against 36%
after random removals, so the planned criterion of
a larger loss was not met. In the monocyte screen,
learning without pairs did not replicate under the
same prespecified rules: its predictions were worse
than predicting zero correlation (—212%; 95% CI,
—287 to —157%) and than both controls (Fig. 6d),
and none of its five hypotheses was met.

Conclusions

Tens to a few hundred paired cells, centred within
their populations, became far more informative
when combined with unpaired profiles of the same
assay, from the study itself or from an atlas
reweighted to the paired cells’ cell-type proportions.
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Where the dependence lies along the unpaired axes
indicates how much they save, and without paired
cells, population averages identify the dependence
only along the directions in which populations
differ.

Methods

Estimator

In development and the benchmark, the training
cells of each population were assigned pseudo-
randomly to a reservoir (25%), from which paired
cells were drawn, and an unpaired pool (75%).
Half of the pool’s cells contributed only RNA and
half only the second modality. Paired cells were
centred on the unpaired averages of their popula-
tions and scaled by the pooled within-population
standard deviations in development, the external
test, the benchmark and the law’s test; centred on
their own populations’ averages in the prespecified
bone-marrow test; and centred by contrasts (below)
in the validation test and the reanalyses of the
bone-marrow and fly tests. The paired cells’ aver-
age cross-product 6, a genes-by-proteins matrix,
was rotated onto the axes of the unpaired data,
A =UTHV. The columns of U are the eigenvectors
of the pool’s latent RNA correlation (below), and
those of V' the eigenvectors of its protein correla-
tion. Blocks were formed by RNA axes 1-5, 620,
21-60 and the rest, crossed with protein axes 1—
3 and the rest. Each block A, was multiplied by
(1 — /]| As]|%)4, where #3, the block’s noise, esti-
mates the trace of the covariance of the block’s
average from the per-cell products. This estimate
is unbiased when the paired cells are independent
and their scaling is fixed. The shrunk matrix was
rotated back, § = UAV T. With B paired cells, the
best fixed multiplier for block b leaves an expected
squared error of r27,/(Bri + 7,) (Proposition S9).
Here 7 is the sum of squares of the block’s true
dependence and 7, the total variance of a single
cell’s cross-products in the block.

A cell-type map is built for each condition ¢, a
cell type or, in the perturbation screens, a culture
condition (the Supplementary Notes call it a condi-
tion map). It is G. = S.UpA; 'U + (I — UxU, ),
where U, and Ay hold the leading k£ = 120
eigenvectors and eigenvalues of the pooled latent
RNA correlation. Here . is the condition’s latent
RNA correlation rescaled by the ratios D, . of
its RNA standard deviations to the pooled ones.
The map and these ratios were shrunk towards
the identity by the split-half reliability s. of the
difference between the condition’s covariance and
the pooled one, G, = I + 5.(G. — I), and the
condition’s estimate was D, G.0D; L. Reweighted
maps replace the pooled latent RNA correlation
S by S+ Y, (w. — w?)E,, rescaled to standard



deviations pooled with the same weights. Here w?

is the reference’s share of condition ¢ and w, the
paired draw’s share of contrasts of condition c.

Contrasts replace a population’s n > 2
drawn paired cells, with RNA or protein vectors
U1, - .-, Uy, by the n — 1 orthonormal Helmert con-
trasts hy = (uq + - +u; — juj+1)/v/j(G+ 1),
j=1,...,n—1; a single drawn cell contributes
nothing. Each contrast has the population’s covari-
ance. Together, the contrasts give the same sum
of cross-products as the cells centred on their own
average, but unlike those cells they are uncorrelated
with one another (and independent for Gaus-
sian cells). Contrasts were scaled by their pooled
standard deviations. In independent resamples of
paired cells, the noise estimate after contrasts was
slightly conservative, at 1.005 to 1.029 times the
variance it estimates, as its expectation after con-
trasts implies (Proposition S12; Supplementary
Tables 30 and 31).

Latent RN A correlation

Each RNA count was split into two halves by bino-
mial thinning with probability 50% (count split-
ting4%47), and both halves were log-normalized in
the same way as the full data. A gene’s reliability is
the correlation across cells between its two halves,
converted to full depth by the Spearman—Brown
formula*®4?; one minus the reliability estimates
the fraction of its variance due to counting noise.
The latent correlation, the RNA correlation with
counting noise removed, was the measured RNA
correlation with off-diagonal entries multiplied by
0.9, each diagonal entry reduced by the gene’s noise
fraction®® and eigenvalues floored at 0.001 times
the mean diagonal (Proposition S5; Supplementary
Note 2).

Evaluation

The cells of each held-out group g, such as one cell
type in one held-out sample, were split into two
halves. With 7T}, the matrix of correlations between
genes and proteins in the group’s held-out cells and
T4,y and T'g 4 its estimates from the two halves, the
fraction of the dependence recovered by predictions
Cy was > (2(Cq,Tg) — ICl1?)/ >29{Tag,TBg)-
To first order, the numerator estimates without
bias the reduction in squared error relative to
predicting zero correlation, and the denominator,
because the halves are independent, the squared
Frobenius norm of the true dependence.

All methods in a comparison received the same
draws of paired cells. Each draw was scored on its
own, and the scores were averaged over draws, so
that a curve gives the accuracy a study with one
draw can expect. Rerunning the prediction code
of every test (for the benchmark, the first of three
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folds) confirmed that every curve is the mean of
single-draw scores (Supplementary Note 11). The
paired cells a method needed to reach an accuracy
target were read from the running maximum of
its curve, by log-linear interpolation between the
two budgets around the target. A curve that never
reached the target was capped at the largest bud-
get. When the comparator failed to reach the target
and the estimator reached it, this gave a lower
bound on the saving; other censored comparisons
were unresolved, as specified for each test in the
Supplementary Information. Paired-only estima-
tion was represented at each budget by the best of
four methods, each pooled over conditions or fitted
per condition: James—Stein shrinkage in the origi-
nal coordinates, the simple and flexible covariance
shrinkage estimators SCOSE and FCOSE®*2 and
cross-validated low-rank approximation. Where the
paired cells were centred by contrasts, so were those
of these methods.

Test designs

Development and external test. The estimator was
developed on the Perturb-CITE-seq melanoma
screen®” and the ECCITE-seq THP-1 screen®®, as
released by scPerturb®®. Dependence was scored
within groups of cells sharing a knocked-out gene
and a culture condition, for knocked-out genes held
out from training, with 10 (melanoma) or 4 (THP-
1) draws per budget. Comparator settings are in
Supplementary Note 5. The external test used
OverCITE-seq of primary T cells®?. Every third
overexpressed gene was held out with all its cells,
the panel comprised 200 genes, including those
encoding the proteins targeted by the 14 detected
antibodies, and budgets were 25 to 400 paired cells
with 20 draws. Its three hypotheses compared the
paired cells that the estimator needed to reach 30%
recovery with those that paired-only estimation,
SemiCCA and Champollion needed.

Benchmark. Nine data sets were extracted into
a common format (Supplementary Note 6). Four
paired RNA with surface proteins, two in blood 83!
and one each in bone marrow?? and colon®. One
paired RNA with chromatin accessibility in bone
marrow °2, two were Patch-seq” data sets of mouse
motor®® and visual cortex®%°7, and two were the
connectomes of a female® and a male®® fly. In
the connectomes, the features were synapse counts
with groups of partner neurons on the brain and
nerve-cord sides of the neck. Units were held out in
three folds. Within each fold, 25% of the training
cells formed the reservoir. Features were chosen
from training cells: 200 variable features of the first
modality, and the surface proteins, 200 variable
peaks, groups of partners or all electrophysiolog-
ical features of the second. The methods of the
development comparison other than Champollion



were run unchanged, with five draws per budget
from 25 to 800 paired cells, and the target was half
of the best recovery of any method.

Bone-marrow test. The NeurIPS 2021 bone-
marrow CITE-seq and multiome data3? were
analysed in eight cell types present in both assays.
Each of the 12 CITE-seq batches, one donor at one
site, was held out once, with paired cells drawn
from 25% of the cells of the other two batches of
its site. Unpaired cells came from the rest of those
two batches, from the CITE-seq batches of other
sites whose donors did not appear at the held-out
site, or, for RNA, from the multiome nuclei (RNA
and chromatin accessibility measured in the same
nuclei) of those sites and donors. Panels of 200
genes and the detected antibodies were chosen from
the other sites’ cells. As prespecified, paired cells
were centred on their own populations’ averages
and rescaled by /n/(n — 1); the reanalysis centred
them by contrasts. Budgets were 25 to 800 paired
cells with five draws (Supplementary Note 3).

Validation test. The data were the CITE-seq
samples of a study of healthy blood?°, profiled with
10x 5" chemistry and 140 antibodies. We analysed
its 34 samples of 18 donors in seven processing
pools, in the five cell types that the atlas holds
with enough cells per patient (B cells, CD4 and
CD8 T cells, natural killer (NK) cells and CD14
monocytes). Each sample was held out once, with
paired cells drawn from 25% of the cells of the
next two samples of its pool. Unpaired cells came
from the atlas of Stephenson et al.3! (600 cells
per patient), from the other pools’ samples whose
donors did not appear in the held-out sample’s
pool, or from the paired samples’ remaining cells.
A pool holds at most one sample of a donor, and
a donor’s two samples lie in different pools, so the
held-out donor contributed none of the cells used
for estimation in its fold (Supplementary Table 7).
Panels were fixed from the atlas alone: 200 genes
and the 111 antibodies shared by the two panels
and detected in at least 1% of atlas cells. Paired
cells were centred by contrasts, and budgets were
25 to 800 paired cells with five draws (Supplemen-
tary Note 4). All methods received the original
studies’ cell-type labels. The validation labels were
transferred from a reference annotated using RNA
and protein, and the atlas labels used RNA clusters
supported by protein markers30-3!,

In the readout, a gene—protein pair was a repro-
ducible association in a held-out sample and cell
type if its correlation had the same sign in both
halves, with two-sided P < 0.01 in each by Fisher’s
z; only samples and cell types with at least 20 cells
per half were scored. For every draw, we computed
three quantities. The first was the fraction of repro-
ducible associations whose direction the estimate
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predicted correctly, with an estimate of zero count-
ing as half correct. The second was the fraction of
the 100 pairs with the largest absolute estimate in
each sample and cell type that were reproducible
associations with the predicted sign. The third was
the recovered fraction over the 16 pairs of a panel
gene and the panel protein it encodes. Paired-only
estimation was represented, for each quantity, by
the best of the eight paired-only fits (four methods,
each pooled or per cell type). A relationship’s value
was the average, over the genes of its program, of
their within-type correlation with its protein, and
its recovery the recovered fraction of this value over
held-out samples. In the comparison with other
methods, SemiCCA, reference regression (ridge
regression of protein on RNA) and Champollion
received the estimator’s paired contrasts, panels
and atlas, with tuning from these alone. SemiCCA
was fitted in three forms, pooled over cell types,
pooled and then mapped to each cell type through
the atlas’s cell-type maps, or refitted in each cell
type, and reference regression in the same three
forms with the Gram matrix of the paired cells or
of the atlas. The best form at each budget repre-
sented each method. Champollion was run on one
draw of five.

Predicting the saving. The law was tested on
ten data sets (Supplementary Note 7). Five were
CITE-seq data sets: of mouse lymphoid organs with
111 and 206 antibodies and of human blood and
lymphoma from 10x Genomics'?, and of human
bone marrow . Two paired RNA with chromatin
accessibility, in human fetal and adult mouse cor-
tex%99 one was human cortical Patch-seq%’, and
two paired the optic-lobe and central-brain part-
ners of fly visual neurons in two connectomes?>3:34.
A problem was a data set with a panel of 100, 200
or 400 features of the first modality chosen from
unpaired cells. Its cells were split into scoring cells
(25%), a reservoir (30%) and an unpaired pool
(45%), and the quantity estimated was the pooled
within-population covariance in units of the pool’s
standard deviations. Block and single-block James—
Stein shrinkage, and block shrinkage along random
orthonormal axes, were fitted to 20 draws per bud-
get (25 x 2% cells, up to 12,800). The axes’ saving
at 50% recovery was measurable when both curves
crossed that target from below within the budgets
tested. The law used unbiased raw estimates of
each block’s squared dependence and noise from
all reservoir cells; squared-dependence estimates
were truncated at zero before totals and normal-
ized shares were formed. The pilot prediction used
the same rule on the first min(200,0.2N) of the N
reservoir cells. In the pilot design, a random pilot
of 50, 100 or 200 reservoir cells set the total bud-
get for block shrinkage at a target of 30%, 50% or
70%. Block shrinkage was then fitted to that many



cells, pilot included (100 replicates per problem,
target and pilot size).

Learning without pairs

We assumed that populations share a Gaussian
channel,

ylz~NWz+0b,7), )

Hy,s = W/L.r,s + ba

so that the populations’ protein averages are linear
in their RNA averages. Channels were estimated
by weighted ridge regression*!' of population pro-
tein averages on population RNA averages, with
numbers of cells as weights and each training pop-
ulation’s RNA and protein moments taken from
disjoint halves of its cells. A channel was trans-
ferred to a recipient through the Gaussian coupling
of the recipient’s RNA and protein covariances
with interaction B = W T ¥~

C = S}/?U diag{g(8)}V " S}/?,
Si/2BSY? = U diag(B)V T,

(1 +4apH)2 1
9(8) = BT E—

(2)

the entropic optimal-transport coupling of Gaus-
sian measures %12 (Proposition S4).

In blood, channels were learned from 118
patients of Stephenson et al. (223,640 cells) and
scored in the eight donors of Hao et al. (161,764
cells) and in 12 colon donors®®. For each recipi-
ent donor, the relative error of a prediction was
the Frobenius norm of its difference from the held-
out correlation matrix divided by the norm of that
matrix, so that predicting zero correlation gives
1; relative errors were averaged over donors. The
share of the improvement achieved with paired cells
was each donor’s (1—e)/(1—epaired), averaged over
donors, with e and epaireq the relative errors with-
out and with pairs. The permutation null paired
the training patients’ RNA and protein averages
at random within site (Supplementary Note 8).
In the melanoma screen, every fourth of the 248
perturbed genes was held out, and channels were
learned from 505 populations of one knocked-out
gene in one culture condition, centred within condi-
tion. The interferon response was the union of the
Hallmark interferon-y and interferon-a response
sets%3. A perturbation’s exposure measured how
far it moves RNA along directions that vary within
conditions, and its effect strength the size of its
shift in average RNA. The monocyte screen, anal-
ysed with the same rules, served as a replication
(Supplementary Note 10).
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Statistics

Intervals are percentile intervals from bootstrap
resamples of the independent units of each anal-
ysis%4: held-out genes, batches (stratified by site)
or units, donors, or data sets with their prob-
lems (2,000 resamples, except 1,000 in development
and 10,000 in the blood test of learning without
pairs). Repeated draws of paired cells were aver-
aged, never counted as replicates. The interval of
the summary across test data sets combines the
r-th bootstrap resample of every data set. Per-
mutation P values were one plus the number of
permutations with error at most the observed error,
divided by one plus the number of permutations*2.
A hypothesis of the validation readout was met
only if its criterion held at every one of its bud-
gets, an intersection—union test %°. Its eight planned
comparisons had Bonferroni-simultaneous intervals
from 20,000 resamples of donors, and the P values
of its three hypotheses were adjusted by Holm’s
procedure%6.

The prespecified tests, whose protocol, code
and data were registered before any held-out result
was computed, were the external test, the bench-
mark, the bone-marrow test, the validation test,
the prospective test of the law and the tests of learn-
ing without pairs. The follow-up analyses were the
readout of the validation test, its comparison with
other methods and the analyses of Supplementary
Note 11. All other analyses are exploratory. Supple-
mentary Table 1 lists every registered hypothesis
with its outcome, every amendment and deviation,
and every exploratory analysis. Analyses were run
in Python 3.11 with NumPy 2.0.2 (ref. 67), SciPy
1.13.1 (ref. 68) and scikit-learn 1.8.0 (ref. 69).

Use of large language models

OpenAl Codex and Anthropic Claude were used to
develop and run analysis code, retrieve literature,
edit the manuscript and prepare the KTEX source.
The authors directed this work and are accountable
for all content; the tools are not authors.

Data availability

Source data are available from ArrayEx-
press (E-MTAB-10026), the Gene Expression
Omnibus (GSE164378, GSE194122, GSE193736,
GSE150599, GSE128639, GSE162170, GSE126074
and GSE314416) and Zenodo (record 7041849,
the scPerturb releases of the Frangieh et al. and
Papalexi et al. screens); MSigDB Hallmark gene
sets are from gsea-msigdb.org. The colon data
are the public count matrices in Figshare article
21919356, version 3 (ref. 54). The 10x Genomics
blood and MALT lymphoma CITE-seq data
and the mouse lymphoid-organ data are from



github.com/YosefLab/totalVI_reproducibility.
Patch-seq data are from github.com/berenslab
/mini-atlas (motor cortex), github.com/AllenIn
stitute/coupled AE-patchseq (visual cortex) and
github.com/AllenInstitute/human_patchseq_gaba
(human cortex). Fly connectome tables (BANC
v888, male CNS v0.9, FAFB v783 and MANC
v1.2.1) are from the public compilation of the fly
connectome tutorial (gs://lee-lab_brain-and-n
erve-cord-fly-connectome/compiled_data). The
reviewer archive contains derived result records
and prediction manifests; raw count matrices and
large prediction arrays are not redistributed in
it. Download, extraction, prediction and scoring
scripts are supplied for full reconstruction from
the public data.

Code availability

All code, with the registered protocols, executable
checks and the scripts that generate every number,
figure and table, is provided to reviewers and will
be deposited in a public repository with a persistent
identifier on publication.
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